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Abstract 

A real-time and stable learning neural network architecture for translation invariant 2-D pattern recognition is described. 
The network dynamics is based on the known properties of the biological visual spatial attention system whose function is to 
selectively gate the attended visual information on its way to higher cortical layers. The main features of the mode/are: 
mutually interacting transient and sustained visual channels; an attentional neural mechanism for the modulation and gating 
of visual information to form translation invariant representation of the attended visual stimulus; an inhibition of return and 
attention shifting mechanism that is modelled on the elementary properties of chemical synopses; and a variant of the 
self-organising ART-3 (Adaptive Resonance Theory) neural network to model the pattern recognition properties of the inferior 
temporal (IT) cortex. Computer simulations of the network are presented and discussed in the context of psychophysical data 
on the pre-attentive visual spatial attention system of human vision. 

Keywords • Vision, Visual spatial attention, Inferior temporal cortex, Object recognition, Translation invariance, Pattern 
recognition, Neural networks, Adaptive Resonance Theory, ART-3. 

1 Introduction 

The shear volume of real-world visual sensory 
information that may simultaneously barrage a visual 
processing system suggests the existence of a neural filtering 
mechanism that can filter information thus allowing organ-
isms to respond to the relevant portion of the input infor-
mation. Although the early visual layers of the primate visual 
system are massively parallel, the higher cortical layers that 
learn and interpret the visual world are inherently serial and 
thus rely on this filtering mechanism [20,27]. This filtering 
process, referred to as "visual attention", must have some 

automated rudimentary selectivity to the incoming visual 
information so as to orient the organism towards subtle, 
salient and novel features of the input, while at the same time, 
it must be amenable to adaptive influence from higher visual 
centres that utilise prior knowledge, experience and internal 
desires so that an organism can execute planned exploratory 
behaviour. The automatic component of visual attention 
facilitates what is often referred to by vision resemchers as 
the "pre-attentive vision", while the voluntary component 
contributes to the so called "attentive vision". 

This article describes a real-time and stable learning 
neural network architecture that is neuro-engineered from 
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shunting competitive-cooperative neural layers [14] and 
incorporates a model of pre-attentive (bottom-up) biological 
visual spatial attention sub-system to achieve translation 
invariant recognition of 2-D shapes in uncluttered scenes. 
Computer simulations of the network are presented and 
discussed in the context of the available experimental data 
on human visual spatial attention. 

2 TbeModel 

The real-time neural network model for translation 
invariant 2-D pattern recognition described in this section is 
a model of pre-attentive (bottom-up) visual spatial attention 
that has evolved from our simpler models [16,17,18]. The 
model thus addresses translation invariant pattern recogni-
tion in simple and uncluttered scenes. 

We propose that distance modulated cooperative-com-
petitive interactions exist between locations of visual feature 
maps so that in the pre-attentive or bottom-up processing 
stage, neighbouring spatial locations mutually support each 
other but compete against other regions. The spatial region 
that receives maximal lateral, and bottom-up excitation from 
feature maps is initially selected for further processing. 

3 Neural network architecture 

For computational efficiency we have restricted our 
model to a subset of image features, namely grey level image 
pixel data but have included both sustained and transient 
components. 

The exogenous visual spatial attention neural system, 
shown in Fig. 1, is a feedforward dynamic neural network 
consisting of several interacting neural layers. The primary 
purpose of the network is to automatically select an input 
region whose image features are to be "attended" for further 
processing, to represent the attended visual information in 
a translation invariant representation, to recognise the 
attended object and then shift attention to other objects in the 
input scene. 

The attentional system consists of two neural fields: (i) 
a cooperative-competitive attentional neural field that 
samples the input transient and sustained features and 
provides attentional modulation of the these features; and (ii) 
a competitive winner-take-all neural layer that gates the 
modulated inputs to provide translation invariant represen-
_tation of both the transient and sustained inputs. Lateral 
interactions in both of these layers are mediated by distance 
dependant synaptic weights. Transient and sustained chan-

nels are linked through mutually inhibitory pathways whose 
efficacy is mediated by distance dependant synaptic weights. 
The translation invariant 2-D pattern is learned and/or 
recognised by the self-organising ART-3 neural network. 
The long-term memory (residing in the bottom-up and the 
top-down pathways of ART-3) encodes the attended stimulus 
features when the network reaches a resonating steady state. 
This is followed by a reset pulse from ART-3 to reset the 
attentionallayers, after which other feature active regions in 
the input may be attended and learned. 

3.1 Transient and Sustained Visual Channels 

The early visual pathways in primate retina have been 
found to consist of sustained ganglion cells or X-cells and 
transient or Y-cells [7]. Sustained cells respond maximally 
to stationary stimuli within their receptive field, have a long 
response latency and are affected by image blurring, whereas 
transient cells give transient responses to light onset or offset, 
are sensitive to rapid motion, have a short response latency 
and are unaffected by blurring [7]. This early division 
between the sustained and transient cells reflects an early 
distinction between neural layers that process form and 
motion independently. Output of sustained cells may be the 
primary factor determining the pattern or form recognition, 
whereas output of transient cells may be important for the 
detection of flicker and motion. Because of the different 
temporal responses of the two channels, transient activation 
by the stimulus will become available prior to sustained 
activation. Physiological evidence [25], and data from visual 
masking experiments [3], indicate that transient and 
sustained visual channels mutually inhibit each other. 

Since our long-term aim is to model visual processes for 
the recognition of both static and moving visual stimuli, our 
model includes the mutually interacting transient and 
sustained neural type cells whose dynamics are described 
below. 
Transient neural layer 

The transient layer consists of slowly charging inhibitory 
neurons and fast transient cells that only respond to an onset 
of a stimulus (such as a sudden introduction of a new stimulus 
in the visual field or a movement of a previously stationary 
stimulus). Fig. 2 shows a schematic representation of a 
transient cell, whose activity at position (ij) is given by the 
following equations: 
Inhibitory neuron activity 
dl;j 
dl = -a;ij + f3lij (1) 
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Figure 1. One dimensional schematic view of the 2-D network architecture. 

where ~ is the passive decay rate of the inhibitory neuron; 

f31 is its charging rate; f;i is the external input at location (ij). 
Transient neuron activity 
dT.-
dtiJ =- fLrT;i + ~ii- f(l;i)T;i 

-( f ~f(Su)ztlii )rii (2) 

where cx.r is the passive decay rate; f3z. is the charging rate; Jii 
is the input from feature selective cells; the quadratic term 
f(/;i)T;i is the shunting (multiplicative) inhibition from the 
inhibitory neuron. The last term in the equation (also being 
quadratic) is the shunting inhibition from the sustained layer 
that is gated by distance dependant inhibition weights z1ui• 
from the sustained cell at location (k,l) to the transient cell 
at location (ij). The interaction weights between the two 
channels is represented by a 2-D Gaussian function, (3). The 
summation is carried over the whole sustained layer. 

(3) 

Transmitter ~ated transieutexcjtatozypost-synaptic potential 
on the attentional neurons 

As well as being fed through to the pattern recognition 
system (ART-3), the input transient (and sustained) signals 
also feed into the spatial attention subsystem. Here we 
describe how the ttansient signals excite the neurons in the 
ftrst attentional layer. The ttansient neural activity in the 
transmitter gated pathway releases an amount of transmitter 
into the synaptic cleft between the pre-synaptic terminal and 

the post-synaptic cell in the attentionallayer. This transmitter 
becomes bound to the post-synaptic cell and produces a 
transient excitatory post-synaptic potential (T-EPSP) that is 
represented by equation ( 4 ). The action of the pre-synaptic 
signal depletes the ttansmitter by an amount that is propor-
tional to the strength of the pre-synaptic signal. To enable 

Australian Journal of Intelligent Information Processing Systems Autumn1995 

3 



4 

the attentional layer to keep track of the regions that have 
been attended (and thus to enable attentional shifts to other 
feature active regions), the activity of each attentional neuron 
is fed back to its presynaptic terminal where it multiplica-
tively interacts with the input signal to modulate the trans-
mitter release. Equation ( 4) represents the dynamics of the 
excitatory postsynaptic potential while equation (5) 
represents the dynamics of the transmitter in the affected 
synapse. 

dVr·· ~ o_) 
--

11 
=-rL Vr .. + ~" T..UT· P1 +g(Vr..)f(a;;J dt -yT I) 'T I) I) I) ' 

(4) 

De.pletable transmitter in the transient channel 

(5) 

In above quations, Vr. is the postsynaptic potential on the ,, 
attentionalneuron at location (iJ); Ur .. is the transmitter level; ,, 
!lvr• ~vr and p 1 are constants. The quadratic term g (V r;)f( ag) 
represents the multiplicative interaction between the pre and 
postsynaptic activity. Function g(.) is linear above a small 
positive threshold. 

Inhlbitmy 
Neuron 

Figure 2. Transient neuron. The receives excitatory inputs 
yia an input neuron and is inhibited by the slowly charging 
mtemeuron. 

The term (0 .. - UrJ in equation (5) is the accumulation rate 
IJ IJ 

of the transmitter in the (iJ) transient pathway; Zr is the ., 
transmitter production rate (held constant at 1). The term 

T;Pr.P1 says that some transmitter will be released and ., 
depleted by the input signal in the absence of the postsynaptic 
activity. However, when the postsynaptic cell also becomes 
active it increases the amount of released (and depleted) 

transmitter [5]. Thus, only active pathways that are also being 
attended will suffer from significant depletion of their 
transmitter. 

Sustained neural layer 

The sustained neural layer responds to the stationary 
stimuli in the input feature space. Attention modulated and 
gated sustained signals represent the features of attended 
objects. The layer is assumed to receive its information from 
spatial frequency and orientationally tuned feature selective 
cells. Each sustained cell in the layer is inhibited by all the 
cells in the transient neural layer with inhibition strengths 
that fall-off with distance in a Gaussian fashion. Activity of 
the sustained cell is represented by the following equations: 
Sustained cell activity 

dS.. (M N ) d;1 = -f1.sS;i + ~sl;i- t t f(Tk.l)zllii Sii (6) 

where as is the passive decay rate, ~s is the charging rate. 
The last term represents the total shunting inhibitory effect 
from the transient layer. 

Figure 3. Schematic of a sustained cell. The cell receives 
excitatory inputs from the input neuron and is inhibited by 
all the transient cells. Transmitter release is modulated by 
the activity of the attentional neuron. 

Activity of this layer will decay and persist for some 
time after the offset of the visual input. We equate this 
decayingfeatural activity to the visual iconic memory (a term 
used to refer to the unanalysed perceptual memory which in 
humans lasts for 200-300 milliseconds [26]). This memory 
gives the network an opportunity to attend to the features of 
objects that may have been in the scene but were not attended 
at the time of their occurrence. However, for this to occur, 
the network is most likely to require a top-down control of 
the attentional layer to direct its attention to the required 
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region. Equations below represent the dynamics in the 
sustained channels (all tenns have same intepretation as for 
the transient channel). 

Transmitter !Wed sustained excitatory post-synaptic poten-
tial 

(7) 

Depletable transmitter in the sustained channel 

(8) 

In the present application, the interactions weights between 
the corresponding cells of the two layers are asymmetric 
(transient-on-sustained inhibition is stronger). The experi-
mental evidence for the sustained-on-transient inhibition was 
presented by Von Granau [29], whereas Breitmeyer and 
V alberg [4] produced evidence for the transient -on-sustained 
inhibition. 

3.2 Attentional Neural Fields 

The attentional neural system consists of two neural fields: 
(i) a signal modulation attentional neural layer whose 
dynamics obeys the shunting cooperative-competitive 
feedback equation [14]; and (ii) a signal gating layer that 
obeys the winner-take-all competition. Interactions between 
cells in the frrst attentional layer are mediated by distance 
dependant synaptic weights that fall off with increasing 
distance between the interacting neural cells and are 
modelled by a 2-D Difference-of-Gaussian function. 

The attention modulating cooperative-competitive layer 
receives excitatory external transient and sustained inputs via 
transmitter gated pathways in the corresponding channels. 
Activity of the layer multiplicativel y modulates the external 
signals on their way to higher layers. This modulation ensures 
that the amount ofinfonnation that is transmitted to the output 
of the translation invariant layer is dependant on the amount 
of attention that a given region of input space receives. Fig. 
4 shows a schematic diagram of one neuron in the layer. The 
second attentionallayer gates the modulated signals to fonn 
translation invariant representations at the input to the ART-3 
neural network. 

Equations 9(a) and 9(b) below represent the activity (a 0 ii and 

a1 
;) in the first and the second attentional neural fields, 

respectively. 
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~(a) 

9(b) 

The first tenn in the above equation is the passive decay tenn 
(in the absence of inputs the neural activity decays to zero or 
reaches a steady state at fixation). The multiplicative 
shunting provided by (Ac,- a;~) and (A1 -a;}) in the second 
tenn is the inhibitory shunting that provides automatic gain 
control, thus limiting the neuron's activity to (O,A) range. 
The other tenns are as follows: F;i is a small positive fixation 
bias that is applied to a central group of neurons; w!,q. and 
W,!," are the distance modulated synaptic interaction weights; 
h(Vr;) and h(V5) are the amplified and thresholded trans-

mitter gated transient and sustained excitatory post-synaptic 
potentials on the attentional neurons of the frrst field 
Function/(.) is faster than linear above a small threshold, 
whereas g(.) and h(.) are linear above a small positive 
threshold. 

Figure 4. Cooperative-competitive attentional neuron. The 
neuron is exc1ted by external stimuli through transmitter 
gated pathways. The activity of the neuron is enhanced by 
1ts immediate neighbours and sup:Rressed by more distant 
neighbours. Fixauonal neurons ruso rece1ve a positive 
fixation bias. 

Autumn1995 
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3.3 Attention gating and translation invariant repre-
sentation of attended stimulus 

The output of the visual spatial attention neural network, 
denoted byy .. is given by 

PJL I R S O 
Y •• =L2.;g(apq)_ L . L g(ai)(Tii+Sii) 

p 'I •=p+•J=s+q 
(10) 

Fig. 5 shows the gating scheme implied by equation (10). 

l l l l l 
AllenaGn modulamd 
....calned + fnlnAint ..,.. 

Figure 5. The attentional gating scheme for translation 
invariant representation of attended stimulus. 

The winner-take-all competitive layer ensures that, in 
a steady state, only a small number of spatially contiguous 
transmission pathways will be enabled to transmit signals. 
Provided that objects are well separated in the input image 
and that each object fits within the window of attention, these 
pathways will transmit the spatially contiguous features of 
only one object. 

3.4 Transmitter based inhibition of return and atten-
tion shifting 

In section 3.1 we have described the dynamics of 
transmitters in the two visual channels. The use of transmitter 
gated pathways provides a neural mechanism that tempor-
arily inhibits the currently attended image feature region 
from continually winning the competition in the attentional 
layer. Active and attended transient and sustained pathways 
will suffer from significant depletion of their transmitter 
substance, so that when an attentional reset is caused by 
external or internal signals, these pathways will not be able 
to release as much transmitter as on the earlier occasion thus 
producing a much smaller EPSP. This enables other feature 
active image regions to win the attentional competition. 
During this period, the transmitter levels of previously 
depleted pathways will gradually accumulate towards their 
maximum level. 

Attentional shifts to other feature active regions are 
carried out once the currently attended translation invariant 
object feature patterns had been recognised by the pattern 
recognition system (ART-3). To affect an attentional shift, 
ART-3 issues inhibitory signals to the attentionallayers to 
cause attentional reset. Following this, the input features 
again compete for attention. Because of reduced transmitter 
levels in the pathways of previously attended regions, weaker 
stimuli may now win the competition for attention of the 
network. 

3.5 Pattern recognition with ART -3 neural network 

In biological visual systems, the ultimate visual 
processing area is considered to be the inferior temporal (11) 
cortex. The inferior temporal cortex is an 11 association 11 cortex 
on the inferior surface of the temporal lobe of primates. Its 
removal impairs visual, and only visual learning and thus 
must have some perceptual and associative visual functions 
[11,19]. Monkeys with removed IT cortex fail to visually 
recognise objects and are deficient in learning and 
remembering visual discrimination habits. Under normal 
inferotemporal lesions lower level visual functions remain 
intact, such as the threshold for the detection of a brief flash, 
backward masking functions and critical flicker frequency 
[11]. It is thus believed that the inferior temporal cortex may 
contain the "highest" or "ultimate" visual processing mech-
anism, since often neurons in IT cortex respond to specific 
and highly complex visual features. Unlike other visual 
neurons, IT neurons have large receptive fields that often 
include the fovea. The visual responses of IT neurons are 
modulated by the animal's state of attention and by the 
significance of the stimulus to the animal [23]. 

The pattern recognition properties of the inferior temporal 
cortex is modelled by the ART -3 neural network of Carpenter 
and Grossberg, [5]. ART-3 is a class of self-organising, 
real-time and stable pattern learning neural architectures that 
is based on the Adaptive Resonance Theory (AR1) of S. 
Grossberg [12,13], and whose memory search is modelled 
by the elementary properties of chemical neurotransmitters 
(transmitter accumulation, depletion and modulation). In 

addition to modelling the short term memory or STM (which 
resides in the reverberating neural activity of ART's 
competitive layers) and the long term memory (L TM or 
learned weights), ART-3 also models the medium term 
memory (or MTM) which resides in adaptive pathways and 
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is represented in the dynamics of the transmitter substance. 
Rather than using the standard ART-3 model, we have used 
a variant that was shown to be more robust [15]. 

4. Computer Simulations 

This section presents the results of a number of computer 
simulations of the model and discusses the results in the 
context of available behavioural data and the properties of 
pre-attentive human visual spatial attention. The chosen set 
of simulations were designed to emphasise the following 
capabilities of the neural model: (i) to form translation 
invariant representation of the attended visual stimulus and 
to learn and/or recognise the stimulus (or object) in real-time; 
(ii) to reproduce and explain the psychophysical observatiort 
that the reaction time to a a stimulus is dependant on the 
relative distance of the target stimulus from the fiXation 
centre; and (iii) to reproduce and explain the psychophysical 
data that shows that pre-cueing target locations benefits the 
reaction time of the vision system. 

For computational convenience we have used simple 
shapes that can be embedded in small images (although the 
network is equally applicable to boundaries of other more 
complex objects). The simulated network was restricted to 
the following 2-D size: the input image is 21 x21 pixels (M,N 
= 21 ); the first attentionallayer consists of 2lx21 cells, each 
cell sampling its input from one transient and sustained 
channel; the second attentionallayer consists of 15x15 cells, 
each cell sampling its input over a 7x7 region (P,Q = 7); the 
output of the visual spatial attention network is 7x7. Thus, 
each neuron in the second attentionallayer gates a 7x7 input 
region. The simulated network can thus form a translation 
invariant representation of a two dimensional shape that 
occupies a maximum of 7x7 image pixels in any location of 
a 21x21 input image. 

4.1 Translation Invariant Object Representation and 
Recognition 

Two simulations shown below demonstrate that the 
network is able to automatically select a region of input to 
be attended, gate and transform the attended two dimensional 
shape features into translation invariant representation, 
recognise the shape and then move attention to other objects 
in the input. Fig. 6 shows the simulation results for two 
images that contain the same shapes but at different locations. 
The network is frrst exposed to the image shown in the left 
column. The activity of the first attentionallayer is shown 
on the left of each pair of columns while the output of the 

7 

translation invariant layer is shown on the right of each pair 
of columns. These data are taken at different times (every 5 
iterations) and are shown with time increasing down the 
columns. 

Figure 6. Translation invariant recognition of translated 
patterns in a simple visual input. Activity of the frrst atten-
tional layer is shown in the left of each of column pairs, 
whereas the pattern transmitted to ART-3 is shown on the 
right (the data shown is for every 5 iterations of the network, 
with time increasing downwards). The data shown in the 
column pair on the right was obtained after the network has 
learned the shapes that are embedded in the frrst image. 

Although not shown, the same pair of ART-3's 
pattern recognition neurons caused resonance with the shapes 
in bOth images. That is, the same neuron that learned "M" in 
the first image responded to the "M" in the second image, 
whereas another recognition neuron responded to the "L" in 
both cases. The data in the left pair of columns Shows that 
the network was frrst attracted to character M (because it 
contains more information than character L) whose transla-
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tion invariant representation is learned when the system 
reached a resonant steady after 29 iterations of the network. 
The attentional layer is then reset and attention shifts to 
character L which is learned at iteration 56. 

The data in the right column was obtained when the 
second image was presented to the network. As before, the 
network was frrst attracted to the character M, but took only 
21 iterations to reach a resonant state (because the shapes 
have been previously learned during the exposure to the first 
image and ART -3 's recognition nodes causedaresonantstate 
much sooner). Character M wasrecognisedafter21 iterations 
and character L after 39 iterations. 

4.2 Pre-cueing Target Locations 

To fully appreciate how the network behaves when pre-cued 
to a valid (or non-valid) visual location of an impeding target 
stimulus, it is required to run the simulations over a large 
number of different input conditions. For example, precueing 
target locations at different distances from the fixation point, 
varying the validity of the cue, and repeating this for different 
cue-to-target inter-stimulus interval (stimulus onset 
asynchrony or SOA), and doing so at a number of contrast 
levels of both the cue and the target stimulus. In order to 
reduce this to a computationally manageable set of simula-
tions that still reveal the important characteristics of the 
network, we have restricted the simulations to a single 
contrast level of the target stimulus (and the cue) which was 
presented at varying distances from the fixation centre and 
have repeated the simulation at each location a number of 
times and each time incremented the cue-to-target time 
interval. Note that the cued position was valid for each 
simulation (ie., the target stimulus was always presented at 
the cued location). Since even this restricted set of simula-
tions is still formidable when the 2-D version of the network 
is simulated on a 486 PC, the results shown below were 
obtained with the 1-D version of the network. The target 
location was cued by presenting the network with a constant 
amplitude signal whose spatial extent equalled in size to the 
impeding 1-D target stimulus and then removing the cue at 
the onset of the target stimulus. 

Fig. 7 shows the results of the cueing experiment These 
simulation results resemble the psychophysical data from 
target pre-cueing experiments [8, 9, 10, 24]. First, the results 
support the psychophysical data that shows that the benefit 
of target pre-cueing is a function of distance of the cued target 
from the fixation point. Second, our results also agree with 
the observations that the benefit of target pre-cueing on the 
recognition time increases with longer SOA's and that the 

fastest increase in the benefit is at short SOA's. The most 
surprising result of the simulation is that at long SOA's the 
benefit to reaction times begins to decrease (ie., the 
recognition time begins to increase). Retrospectivelly, we 
can now interpret this result and attribute it to the fact that at 
long SOA's, the cue itself has had long time to sufficiently 
deplete the transmitter levels of the cued pathways so that by 
the time the target stimulus is presented, its transmitter gated 
signal is much weaker and takes longer time to surpass the 
level of inhibition from the fixational neurons. The increased 
reaction time at longer SOA's is actually observed with 
human subjects [24] and is probably due to the habituation 
of the pulvinar neurons. 

The other significant result that can be noted from the 
above graphs is that the regression in the reaction time is 
faster and occurs sooner for far locations, that is, further the 
cued location is from the fixation centre sooner will it begin 
to feel the rise in reaction time. This is attributed to the fact 
that the level of fixational inhibition that needs to be 
surpassed by the transmitter gated post-synaptic potential 
increases as a function of distance from the fixation centre. 
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Figure 7. Results of target pre-cueing at 5 different locations. 
Note that the recognition tune is represented by the number 
of iterations and is measured from the onset of the 
target-stimulus. Each successive SOA is incremented by 
presenting the target stimulus at successively longer delays 
from the onset of the cue (data shown is for 40 different 
SOA's). 

Figure 8 shows how the reaction time of the network 
varies as a function of different input contrast levels (strength 
of the input features). As in the above simulations, the 
network is first exposed to a blank input field so that a steady 
state is reached at fixation and is re-initialised on each new 
stimulus presentation. 
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Figure 8. Recognition time (number of iterations required 
for ART-3 to resonate) for the network exposed to three 
contrast levels of the input stimulus (a-low, b-medium and 
c-high) as a function or stimulus distance from the fixation 
centre. Time is measured from the onset of the target 
stimulus. 

4.3 Attentional shifts 

To illustrate how the neural activity in the frrst attentional 
layer changes when the network begins to shift its spatial 
attention to different locations, we have presented the 
network with a stimulus in one part of the input field after it 
has reached a steady state with at another spatial location. 
Fig. 9 shows how the distribution of activity across the frrst 
attentionallayer changes when the network begins to shift 
its attention. The graphs show how the attentional activity 
begins to built on the left while at the same time suppressing 
the attentional activity on the right hand side. 

This simulation illustrates that when attention is shifted 
from one peripheral location to another it does not have to 
pass through the intermediate positions. However, the 
minimum peak of inhibition (not shown here) does travel 
across the intermediate spatial locations. Thus, there will be 
a small time window during which intermediate locations 
will benefit by this transient shift in the minimum peak of 
inhibition (this benefit is observed in psychophysical 
experiments but its cause is not well understood). 

5. Discussion and Conclusions 

This paper has introduced a theoretical neural network 
model of pre-attentive biological visual spatial attention and 
translation invariant pattern recognition in a self-organising, 
stable and real-time learning hierarchical neural vision 
system. The network addresses the pre-attentive (bottom-up) 
visual spatial attention processes of biological systems and 
is a crude model of interactions that are found to occur 
between the following visual areas: V4, parietal cortex, 
pulvinar and other thalamic nuclei, anterior cingulate gyrus 
and the inferior temporal cortex [6, 20, 22, 23]. For 
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computational convenience, we have ignored a large fraction 
of the early visual processes (such as the spatial frequency 
and orientation tuning properties of cells in the primary visual 
cortex, area V 1) and have assumed that boundaries of objects 
represent the afferents to the visual area V4. 
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Figure 9. Attentional shifts and the distribution of attention. 
The data is from successive iterations at a time when a new 
stimulus appears at the left part of the input. 

Computer simulations of the network in a number of 
scenarios have shown that the network has considerable 
processing capability and that its attention shifting dynamics 
correlates well with the behaviourally measured psycho-
physical data on human visual spatial attention. The aim of 
the simulations was to show that the network can perform 
translation invariant representation (and recognition) of 
translated stimuli. Whether the network can discriminate 
between different stimuli is dependant on the ART -3 network 
(rather than the attention shifting network). Hence there is 
no need to test the network on a whole range of different 
shapes (or the whole alphabet set) since that will only test 
the discriminatory power of ART-3 (which can be controlled 
by a single parameter, called vigilance [5]). However, the 
problem of input selection becomes more difficult when there 
are several competing shapes at the input, especially when 
they share many common features and are closely spaced in 
the input (as is also found in psychophysical experiments). 
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In such cases humans generally move their eyes to the desired 
location. Since the presented network models only the 
bottom-up attentional selection, it fails in cluttered scenes. 
We have recently reformulated Grossberg's Adaptive 
Resonance Theory for cluttered and complex visual sensory 
environments and will be discussing the extended and more 
superiornetworkelsewhere. The present work therefore aims 
to support the view that the function of visual spatial attention 
in biological visual systems is to align the object centred 
frame of reference (object's centroid) with the internal frame 
of reference. That is, the object's centroid is aligned with an 
internal frame of reference to enable position invariant 
coding (and recognition) of objects by the inferior temporal 
neurons. The model thus forms a good neurocomputational 
test-bed for the development and the study of a more 
advanced neural theory of selective visual attention and 
robust object recognition in complex, cluttered and noisy 
visual inputs. 
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Knowledge bases are required to assist computational algebra, mathematical research, and their applications 
to sciences and engineering. SmallSimpleGroups is an experimental knowledge base of simple groups, which 
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1 Introduction 
Applications of symmetry to solving problems 
in science and engineering involve the applica-
tion of concepts and examples from group the-
ory by people who are not expert in this do-
main. In many cases these non-experts rely on 
the procedures in a computer algebra system as 
a source of the domain knowledge. There are 
many advantages to having the domain knowl-
edge in a declarative form, and some computer 
algebra systems are moving in this direction. 
One example of a "knowledge base" in printed 
form is the Atlas of finite groups[8] which con-
tains a wealth of information about all simple 
groups. Simple groups are the building blocks 
from which all groups are constructed, just as 
all integers are constructed from prime num-
bers. This fundamental importance of simple 
groups means that their properties and their 
classification have been intensely investigated. 
Our prototype investigates the issues in pro-
viding this information online, with the even-

•This work was done while the authors were at 
Basser Department of Computer Science, University of 
Sydney. The first author was supported in part by the 
Australian Research Council. 
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tual aim of integrating the knowledge with the 
computer algebra system, Cayley[1]. 

This paper describes the Smal/Simple-
Groups knowledge base, which contains knowl-
edge about the 56 non-abelian simple groups of 
order less than one million. The dataset we use 
is catalogued by John McKay and his colleagues 
in a number of papers[20, 9, 21, 7, 5, ?, 17]. 
The dataset is small but very heterogeneous. 
It involves strings, integers, irrational numbers, 
lists, tables, formulae and parameterised data. 
It includes data for the members of the infinite 
family L(2,q) of groups, where q is a prime-
power -the data is described in parameterised 
form in the literature. 

Conventional relational database technology 
is unable to cope with the novel requirements 
of this application. The mathematical objects 
have structure and their data representation 
should reflect their structure. The numerical 
data is broader in nature than just small in-
tegers. Even the irrational numbers that oc-
cur are represented as polynomials in a root of 
unity and therefore are structured. The query-
ing of the data may involve numerical and al-
gebraic computations. The statement and solu-
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tion of queries may require considerable math-
ematical knowledge beyond the mere collection 
of facts in the dataset. The knowledge may in-
clude heuristics for solving a particular class of 
quenes. 

Our aim is to explore the representation and 
the querying of this diverse dataset with the 
NU-Prolog implementation platform[24], which 
provides relational and deductive database fa-
cilities, as well as a logic programming envi-
ronment. The hope was that the complex ob-
jects could be naturally represented using func-
tors; that parameterised data could be repre-
sented by rules; that the necessary algebraic 
processing (of numbers, characters, and permu-
tations) could be done in Prolog; and that the 
knowledge and heuristics for our chosen class 
of queries could be readily encoded. Perhaps 
the encoding of this knowledge would even sug-
gest a general formalism and meta-interpreter 
for other queries on the dataset . Unfortunately, 
reality forced many changes in this plan. How-
ever, with the aid of C routines accessed via 
the foreign-function interface and with flatter 
relational representation of the data, Smal/Sim-
pleGroups was constructed and several experi-
ments with the representation of knowledge and 
heuristics were performed. 

The design of the prototype is driven by 
queries from realistic applications of the late-
1970's. One motivation of McKay for the col-
lection of this data was to determine the pos-
sible embeddings of a small simple group in a 
larger one. We chose this as our experimental 
case study. The fusion map problem is to deter-
mine all possible ways in which H could be em-
bedded in G, as a subgroup; while the subgroup 
problem is to decide whether a simple group H 
could be a subgroup of a simple group G. Nei-
ther of these problems have definitive positive 
solutions based solely on the data and knowl-
edge. A solution indicates the possibility of an 
embedding. The actual existence of an embed-
ding can only be demonstrated in general by al-
gebraic computations with the elements of the 
group. On the other hand, a negative solution 
definitely indicates that no embedding exists. 
Each way to embed H in G is described by a fu-
sion map. We are interested in the effective use 
of the knowledge in solving the fusion map and 
subgroup problems, so the experiments look at 
the comparative cost and effectiveness of each 
piece of knowledge. Much of this knowledge is 
necessary to even state the fusion map prob-

/em and the subgroup problem in terms of the 
concepts of the knowledge base. 

The remainder of this paper is organised to 
familiarise the reader with the dataset from a 
mathematical viewpoint; to give an overview 
of the prototype; to present the experimental 
results for the fusion map problem and the sub-
group problem; and to summarise our experi-
ences and findings. 

2 Brief Overview of the 
Domain 

The simple groups are the building blocks for all 
groups, and groups capture the concept of sym-
metry [19]. A group is a set of elements with 
an identity element , a multiplication operator, 
and an inverse operator, all of which satisfy cer-
tain axioms . The reference [11] is layperson's 
introduction to groups and the classification of 
simple groups. The best way to appreciate the 
diversity of data about the simple groups which 
is of interest to group theorists is to browse 
through the Atlas [8] . 

The abelian simple groups are precisely the 
cyclic groups of prime order. The non-abelian 
groups either belong to the 17 infinite families 
of simple groups or are one of the 26 sporadic 
simple groups. For Smal/SimpleGroups, which 
restricts itself to the simple groups of order less 
than one million, many examples from the in-
finite family L(2,q) occur, but none or few ex-
amples of the other infinite families. Of interest 
IS 

• a definition of the group, both as a set of 
permutations, and abstractly via what is 
called a presentation; 

• the structure of the group as given by a list 
of its maximal subgroups; and 

• the numerology of the group given by a 
character table and the associated infor-
mation. 

It is this last item which is most relevant for 
the queries and experiments discussed in this 
paper. Examples and discussion of the other 
data can be found in our earlier papers [2 , 3] . 

The definition of 1(2,7) in the Cay-
ley library [17] as a permutation group on 
{ 1,2,3,4,5,6,7 } is 
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IC(g)l q(q2 - 1)/2 q+l q q (q- 1)/2 (q- 1)/2 
Class 1 yr+l u V x' yi 

Order 1 2 p p * * 
x1 1 1 1 1 1 1 
x2 q -1 1 -1 
x3 (q- 1)/2 (-1Y (-1 + y/q)/2 (-1- ·fi)/2 (-l)i+l 
x4 (q- 1)/2 (-1Y ( -1- y/q)/2 (-1 + y/q)/2 ( -1)i+l 
Rm q-1 -2( -l)m -1 -1 _!Jim _ b-jm 
Sn q+l 1 1 ain + ain 

Table 1: Parameterised Character Table of L(2,q), q = pk = 4r + 3 

The parameters i, j, m, n take all values between 1 and r inclusive. 
The numbers a and bare respectively a (2r + 1)-th root of unity and a 2(r + 1)-th root of unity. 

The elements x and y have orders (q- 1)/2 and (q + 1)/2 respectively. 
U is the matrix [1, 1: 0, 1], and V is the matrix [l,w: 0, 1] where w generates GF(q)*. 

GP:PERM(7); 
GP.GENERATORS:A=/2,1,5,4,3,6,7/, 

B=/1,4,2,3,7,5,6/; 
GP.RELATIONS:A-2=B-3=(A*B)-7=(A,B)-4=1; 

There is a relation mgpair/3 for the minimal 
generating pair which lists the group name and 
the two generators: 

mgpair( 12q(2,7), gen(2,1,5,4,3,6,7), 
gen(1,4,2,3,7,5,6) ). 

and a relation, presentation/4, which lists the 
group name, the name of the two generators, 
and some additional equations satisfied by the 
generators: 

presentation( 12q(2,7), A, B, 
[A-2,B-3,(A*B)-7,comm(A,B)-4] ). 

The structure is described by the maximal 
subgroups [17] 

subgp order index struct. spec. mult 

MP1 
MP2 
MP3 

24 
24 
21 

7 
7 
8 

S4 N(2A-2) 
S4 N(2A-2) 
7:3 N(7AB) 

which are stored in the relation msg/8: 

2 
2 
1 

msg("L(2, 7)", 1, 24,7, "S4", "N(2A -2) ", [], 2). 
msg("L(2, 7)", 2 ,24, 7, "S4", "N(2A -2)", [], 2). 
msg("L(2, 7)" ,3, 21,8, "7: 3", "N(7 AB)",[] ,1). 

(Note that the second last attribute is not 
used, and refers to data not supplied in the Cay-
ley library.) 
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Every group can be described as a set of d x d 
matrices over the complex numbers. This ap-
proach gives rise to a. field called representation 
theory of groups [13]. Characters are derived 
from the traces of such matrices and a charac-
ter table summarises much of the information 
about the representations of a group. Table 2 is 
an example of a character table . The encoding 
( "B7" and "**") of the irrational entries follows 
McKay [20]. The table is indexed by the char-
acters Xt to X 6 , and by the conjugacy classes 
K£(2,7) = {la, 2a, 3a, 4a, 7a, 7b} of the group. 
In fact, each character is a map from the classes 
to the complex numbers. Besides the charac-
ters, the table also records the order, IC(g)l, of 
the centralizer of an element in each class; and 
the power maps, pk, which indicate in which 
class the k-th power of an element belongs. 

For Prolog computations, the character ta-
ble is described using the relations ct.lldr/2, 
class/4, centralizer/3, powermap/3, 
period/3, classreps/3, and chi/3. An exam-
ple for 1(2,13) can be found in the appendices. 

Although the entries of the character table 
are complex numbers, there are many theorems 
which state that certain formulae involving the 
entries actually give integer results . For exam-
ple, the inner product of two characters X; and 
Xi of G is given by the formula 

and it is always a non-negative integer. This is 
a formula relating two rows of the character ta-
ble. Similarly, there is a formula relating three 
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IC(9)I 168 8 3 4 7 7 
p2 la la 3a 2a 7a 7b 
p3 la 2a la 4a 7b 7a 

Class la 2a 3a 4a 7a 7b 
x1 1 1 1 1 1 1 
x2 3 -1 1 B7 ** x3 3 -1 1 ** B7 
x4 6 2 -1 -1 
Xs 7 -1 1 -1 
x6 8 -1 1 1 

Table 2: Character Table of 1(2,7) 

B7 is -1 - T - r 2 - r 4 

where T is a 7-th root of unity. 

columns of the character table which computes 
the structure constant #(Kt, K2, K3)G, which 
is the number of triples (91 , 92, 93) of elements 
in G where 9t E the class Kt, 92 E the class K2, 
and the product of 91 and 92 is a fixed element 
93 E the class K3. Of course, the structure con-
stant is always a non-negative integer. 

Table 3 presents the character table of a 
group called A8 . A fusion map between 1(2,7) 
and A8 is a map between their corresponding 
conjugacy classes J{L( 2,7) and KA 8 • We use 
these fusion maps as an example in a later sec-
tion. 

Given an actual embedding of a subgroup 
H in G, one can translate from the characters 
of G to those of H (by a process called restric-
tion), and conversely (by a process called induc-
tion). The formulae which calculate the entries, 
as complex numbers, of the character induced 
or restricted from X involve the fusion map, the 
centralizer orders, and the entries of X. All of 
which can be found in the respective character 
tables. 

1(2,7) is a member of the infinite family 
L(2,q). The character table in Table 2 is de-
rived from the parameterised character table in 
Table 1. Here q = 7, p = 7, k = 1, and r = 1. 

3 Overview of the Proto-
type 

This section offers an overview of the knowledge 
base: its components, how the various kinds 
of knowledge are represented, the languages 
and schemas used, and an example of the sys-
tem in operation. The experimental knowledge 

base, or prototype, evolved significantly over 
the course of development, and even now must 
be considered in flux due to its experimental na-
ture . Most changes were compromises brought 
about by limitations of the NU-Prolog platform 
(or limitations of its performance), or by re-
strictions on our available time by thesis dead-
lines. We concentrate on describing the cur-
rent form of the prototype, but will occasion-
ally comment on the evolutionary path of our 
choice of knowledge representation . More dis-
cussion is available in a preliminary overview 
of the project [2], and in a first version of the 
system [3] for character tables, which are repre-
sented in an object-oriented way using Prolog 
functors. Full details are contained in the the-
sis [15]. 

Main components: The NU-Prolog envi-
ronment provides the following components: 

• a user-interface, by means of both a Prolog 
interpreter and compiler; 

• an inference engine; 

• external databases using superimposed 
coding to provide partial match retrieval, 
and an interface to the databases; and 

• a foreign-function interface to user-written 
C routines; 

which are augmented to a working knowledge 
base by providing 

• Prolog facts to be stored m the external 
databases; 

• Prolog rules; and 

• C routines. 

Knowledge representation: The repre-
sentation of knowledge is an important issue. 
The data and knowledge we encounter includes: 

• simple data, such as strings for names of 
groups; 

• heterogeneous data, such as entries in char-
acter tables which could be either an inte-
ger or an irrational number represented as 
a polynomial of a root of unity or even en-
coded as a string; 

• complex objects, such as a character table; 
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IC(g)l 20160 192 96 180 18 16 8 15 12 6 7 7 15 15 
p2 lA lA lA 3A 3B 2A 2B 5A 3A 3B 7A 7B 15A 15B 
p3 lA 2A 2B lA lA 4A 4B 5A 2B 2A 7B 7A 5A 5A 

Class lA 2A 2B 3A 3B 4A 4B 5A 6A 6B 7A 7B 15A 15B 
yl 1 1 1 1 1 1 1 1 1 1 1 1 1 1 
y2 7 -1 3 4 1 -1 1 2 -1 -1 -1 
y3 14 6 2 -1 2 2 -1 -1 -1 -1 
y4 20 4 4 5 -1 1 1 -1 -1 
Ys 21 -3 1 6 1 -1 1 -2 1 1 
y6 21 -3 1 -3 1 -1 1 1 B15 ** 
y7 21 -3 1 -3 1 -1 1 1 ** B15 
Ys 28 -4 4 1 1 -2 1 -1 1 1 
y9 35 3 -5 5 2 -1 -1 1 

ylO 45 -3 -3 1 1 B7 ** 
Yu 45 -3 -3 1 1 ** B7 
y12 56 8 -4 -1 1 -1 1 1 
y13 64 4 -2 -1 1 1 -1 -1 
y14 70 -2 2 -5 1 -2 -1 1 

Table 3: Character Table of A 8 

B7 is -1- r- r 2 - r 4 where T is a 7-th root of unity. 
B15 is p5 + p6 + p9 + 2p11 + 2p14 where pis a 15-th root of unity. 

• parameterised data, such as a character ta-
ble of a member of the L(2,q) family of 
groups; 

• theorems, such as one [27, p.417) describ-
ing the maximal subgroups of L(2,q); 

• heuristics, such as those derived from ex-
perience of finding fusion maps; and 

• algorithmic knowledge, such as how to per-
form the arithmetic operations on polyno-
mials and characters. 

We present examples of each of these kinds 
of knowledge, and discuss how they are repre-
sented. The appendices contain actual Prolog 
representations of the data. 

The simple data such as small integers and 
strings of ASCII characters offer no surprises 
in a relational database setting, such as Prolog 
supports. 

The heterogeneous data, as exemplified by 
character values, is most naturally represented 
as an object hierarchy, such as 

CharacterValue 
Integer 

Smallinteger 
Large Integer 

Australian Journal of Intelligent Information Processing Systems 

Irrational Value 
PolynomialOverRootOfUnity 
EncodedString 

SmallSimpleGroups only uses wordsize integers, 
that is Smallinteger, however, if the hierarchy 
is also to suffice for all data in the Atlas then 
the Largeinteger class is required in order to 
allow arbitrary precision integers. 

In the external database, the character val-
ues are stored as small integers, or as strings 
which encode the irrational values (similar to 
the approach of McKay [9]) . For manipulation 
in Prolog, the irrational values are represented 
as polynomials over a root of unity (as a Prolog 
functor). The C routines also treat irrational 
values as polynomials, essentially "represented 
as a vector of coefficients. 

Complex objects, such as a character table, 
are represented, in the final prototype, in a flat-
tened form as a collection of relations. Our at-
tempts [3) to use a more structured, or object-
oriented approach, ran into severe problems 
with the efficiency of retrieval from NU-Prolog's 
external database. 

The literature presents parameterised data 
for the infinite parameterised families of sim-
ple groups, such as L(2,q). This includes the 
character tables, where both the dimensions of 
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the tables and their entries depend on q (and 
on complex roots of unity) . The information, 
together with expert knowledge, is sufficient to 
expand out the table, to fully determine the 
conjugacy classes and their power maps, and 
to calculate the entries of each individual char-
acter. 

The primitive entries of the para.meterised 
data is encoded into strings, as they typically 
represent irrational character values . The gen-
eral structure of the table, including various 
bounds, is coded in rules. The expert knowl-
edge about expanding the tables from this en-
coding or description, was initially represented 
as Prolog rules (as in an expert system), but 
in the final prototype, the tables are expanded 
by C routines , because the expansion involves a 
large amount of arithmetic with irrational num-
bers (and the arithmetic is implemented as C 
routines) . 

The theorems which we use are translated 
by hand into a useable form. For example, the 
theorem on the maximal subgroups of L(2,q) 
is interpreted (by humans) into data which is 
explicitly stored in the relation msg/8. Oth-
ers are expressed as Prolog rules. For example, 
the rules for the heuristics incorporate the the-
orem that the restriction of a character must 
be a character, and the theorem that the inner 
product of two characters must be an integer. 

The heuristics for solving the fusion map 
problem and the subgroup problem are coded 
into the order of Prolog rules and subgoals, 
which implement the control of Prolog's oper-
ational behaviour. The section on an example 
of query processing contains more details of the 
heuristics used . 

The algorithmic knowledge concerns alge-
braic or arithmetic operations, which are func-
tions. The functions can be expressed as re-
lations and implemented in Prolog. We did 
initially use Prolog implementations. How-
ever, arithmetic on character values is heavily 
utilised in the queries, so for efficiency the pro-
totype evolved to use C routines. The routines 
implement the operations as functions, and are 
accessed via the foreign-function interface. 

Database Languages: The different com-
ponents of the prototype with their different 
roles and representations required the following 
four languages: 

• display language, to present results to the 
user; 

• data definition language, to define the facts 
for the external databases; 

• data manipulation language in Prolog; and 

• data manipulation language in C, to be 
used via the foreign-function interface. 

Several languages (or schemas) are required. 
The declarative nature of those expressed in 
Prolog blurs the distinction between a data def-
inition language and a data manipulation lan-
guage. See the appendices for examples of data 
defined using these languages. 

4 A Query Processing Ex-
ample 

This section presents an example, in broad 
terms, of processing a fusion map query, to ex-
plain how different components and languages 
come into play. The general approach to solving 
both the fusion map problem and the subgroup 
problem was generate-and-test. The candidate 
fusion maps between the pair of groups H and 
G are generated and then filtered by a number 
of heuristics taken from the literature, namely 

• the comparison of centralizer orders of a 
conjugacy class and its image under the 
fusion map; 

• the commutativity of the power maps be-
tween conjugacy classes and the fusion 
map between the groups; 

• the restriction of each of the characters of 
G to H according to the fusion map; 

• the induction of each of the characters of 
H to G according to the fusion map; and 

• the comparison of the structure constants 
of each triple of conjugacy classes and their 
image under the fusion map. 

We refer to the heuristics by the name which 
is highlighted in the above list. The calcu-
lation of character restrict.ions and inductions 
only makes sense if the fusion map satsifies the 
centralizer order heuristic. 

As an example of query processing, we con-
sider the possible embeddings of H = 1(2,7) in 
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G = As. There are 8 candidate fusion maps 
generated, based on the orders of the elements. 
These are 

m 1 := {2a ~-+ 2A, 3a ~-+ 3A, 4a ~-+ 4A} 
m 2 := {2a ~-+ 2A, 3a ~-+ 3A, 4a ~-+ 4B} 
m 3 := {2a ~--+ 2A, 3a ~-+ 3B, 4a ~-+ 4A} 
m4 := {2a ~--+ 2A, 3a ~--+ 3B, 4a ~-+ 4B} 
m 5 := {2a ~-+ 2B, 3a ~-+ 3A, 4a ~-+ 4A} 
m5 := {2a ~--+ 2B, 3a ~-+ 3A, 4a ~--+ 4B} 
m 7 := {2a ~-+ 2B,3a ~---+ 3B,4a ~-+ 4A} 
m 8 := {2a ~--+ 2B, 3a ~-+ 3B, 4a ~-+ 4B} 

Each of the candidates also includes the map-
pings {la~---> lA, 7a ~-+ 7 A, 7b ~---> 7 B}. 

For each of these maps m, the centralizer 
order of class c in H divides the centralizer or-
der of class m( c) in G. Hence, they all pass this 
filter. 

The power map, p2, for the prime 2 requires 
that elements of order 4 have squares in the 
appropriate class of elements of order 2. In G, 
p2(4A) = 2A and p2(4B) = 2B, so the power 
map filter rejects the candidates mz, m4, ms, 
and m 7 . This filter passes 

m 1 := {2a ~--+ 2A, 3a ~---+ 3A, 4a ~---+ 4A} 
m 3 := {2a ~-+ 2A, 3a ~---+ 3B, 4a ~--+ 4A} 
m 6 := {2a ~---> 2B, 3a ~---+ 3A, 4a ~-+ 4B} 
m 8 := {2a ~-+ 2B, 3a ~--+ 3B, 4a ~-+ 4B} 

The restriction filter further rules out the 
possibility of m(3a) = 3A, since the restriction 
of the character Y2 of G is either X1 + X2 + Xa 
or X 1 +X4 or X 5 . For each of these characters, 
the value on class 3a is 1, and Yz(3A) = 4 and 
Y2(3B) = 1. The candidate fusion maps which 
pass this filter are thus 

m 3 := {2a ~---> 2A, 3a ~-+ 3B, 4a ~--+ 4A} 
ms := {2a ~---> 28, 3a ~---> 3B, 4a,....... 4B} 

Both candidates also pass the induction fil-
ter and the structure constant filter. 

Now let us turn to the inner working of the 
system during the query processing. Each of 
the filters, and the generation of the candidate 
fusion maps caches the data it requires . For the 
group G = As, the data is retrieved from the 
external database. For the group H = L(2,7), 
the character table data is produced by calling 
a C routine. In both cases, the complex char-
acter values that are cached are represented as 
encoded strings. 

Australian Journal of Intelligent Information Processing Systems 

17 

The predicate for the centralizer order filter 
is given one candidate fusion map, m, at a time. 
For each class c of H, it extracts the centralizer 
orders of c and m( c), represented as small inte-
gers, from the cache and then calls the built-in 
predicate divides/4 to test for exact division. 

Given a candidate fusion map m, the power 
.map predicate tests that for each prime and the 
corresponding power maps PH and PG, and for 
each class c in H that m(pH(c)) = PG(m(c)) 
using Prolog list processing. 

The restriction filter calls on the C rou:-
tines via the foreign-function interface to per-
form arithmetic with characters and character 
values. The actual restricted character is com-
puted using Prolog list processing. Given a can-
didate fusion map m, the filter runs through 
each character Y of G, which it extracts from 
the cache. In Prolog, it computes the restricted 
character m- 1(Y), then for each character X 
of H - also extracted from the cache - the 
pair of characters m- 1(Y) and X are passed 
to a C routine to calculate their inner prod-

. uct. This routine expands the encoded strings 
which represent complex character values into 
polynomials over a root of unity and does ex-
act complex arithmetic using these to calculate 
the inner product. If m- 1(Y) is a character 
the each inner product will be a non-negative 
integer. 

The inner working of the induction filter and 
the structure constant filter is similar to the 
restriction filter. 

The main impedance mismatches arise in (a) 
passing encoded irrational numbers from the 
Prolog inference engine to the C routines which 
implement the arithmetic operations, and (b) 
retrieving flat relational data from the exter-
nal databases and constructing the structured 
complex terms used by the Prolog rules. 

5 Some Experimental Evi-
dence 

This is a brief overview of the experiments 
to evaluate heuristics, and the performance of 
the NU-Prolog platform. The time to access 
the data on the conjugacy classes, stored in 
class..into/7, from the external database is 
presented in Table 4. For this experiment, the 
data for the L(2,q) family of groups is also ex-
plicitly stored in the external database, rather 
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than being derived from the parametric de-
scriptions. The time is in seconds, on a Sun 
3/60, and we show only a representative sam-
ple of the access times. The times .are high 
enough to prohibit repeated access of the ex-
ternal databases each time the data is required, 
and suggest caching of the data when apply-
ing the heuristics. For example, applying the 
centralizer order heuristic in a naive way -
without caching - to the pair of groups U ( 4,2) 
and A9 would consider 13824 candidate fusion 
maps, and each access of their conjugacy class 
information (which includes the centralizer or-
der) would require 8 + 7 seconds. NU-Prolog 
does not provide in-built caching for external 
databases, but one can program it easily in the 
Prolog rules. 

Group Time 
1(2,5) 1 
1(2,8) 1 

A7 2 
As 3 

1(3,4) 3 
U(4,2) 8 

Ag 7 
1(2,64) 11 
1(2,89) 8 
1(3,5) 6 

M22 5 
h 5 

1(2,107) 10 
1(2,109) 11 
1(2,113) 12 
1(2,121) 15 
1(2,125) 13 
Sp(4,4) 4 

Table 4: Representative Access Times 
Another experiment is to compare the ef-

fectiveness as a filter of each of the heuris-
tics, and their cost in terms of time. Table 5 
presents their individual effectiveness on rep-
resentative pairs of groups. The table column 
headed Candidates lists the total number of 
candidate fusion maps. For each heuristic, the 
table lists a pair "n:t", where n is the number 
affusion maps which pass the test and t is total 
time to test all candidate fusion maps (in sec-
onds on a Sun 3/60). All the candidate fusion 
maps are input to each heuristic, except for re-
striction and induction where only the fusion 
maps which pass the centralizer order heuristic 
are input. Caching of data is used in this ex-

periment. The last column lists the number of 
fusion maps which pass all heuristics. 

Our conclusion is that, for an overall strat-
egy, the heuristics should be applied in the fol-
lowing sequence: centralizer order, restriction, 
power map, induction, and structure constant. 

Using the above order of the heuristics, an 
implementation of the overall strategy performs 
as shown in Table 6. The candidate fusion maps 
are generated and filtered, in series, through 
the sequence of heuristics. The breakdown of 
the total time in terms of each of the heuris-
tics is presented for some representative pairs 
of groups. The times are in seconds on a Sun 
3/60. The last three heuristics in the sequence 
consume the majority of the time yet, in this 
experiment, they actually eliminate candidate 
fusion maps in only 25% of the cases of pairs of 
groups. 

6 Related Work 
Historically, the print media has been the way 
to disseminate mathematical data. The data 
includes lists of prime numbers, the digits of 1r, 

tables of integrals or combinatorial identities, 
or tables of function values such as statistical 
distributions. The printed literature on group-
theoretical data includes the Hall and Senior 
catalogue [12] of the 2-groups of order dividing 
64, the list of primitive permutation groups of 
small degree [25], the Atlas [8] of the sporadic 
simple groups, and the perfect groups of order 
up to one million [14]. 

The use of computers to disseminate group-
theoretical data is much more recent. The first 
examples were on-line collections of files; these 
are used as input data to algorithmic compu-
tations; they are kept for ease of updating as 
errors are detected and corrected; or they are 
browsed through or printed. The collections are 
searched or queried in much the same fashion 
as the printed literature. The libraries of group 
data for the computer algebra systems Cayley 
and GAP are used in the same manner as these 
on-line collections of files. 

Jamali(16] in his thesis greatly extended the 
catalogue of McKay and his colleagues by in-
cluding more facts about the groups in the fam-
ily 1(2,q), and by making explicit the definition 
of the class representatives, Sylow subgroups, 
and maximal subgroups in terms of the group 
generators. A Cayley library, simgps, of this 
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Fusion Pair Candidates Passed Candidates : Time (secs) Passers 
Cntlzr Power Restrict Induce Structure 
Order Map Const . 

L(2,7)-+A7 2 2:1 2:4 1:10 1:23 1:8 1 
L(2,7)-+U(3,3) 4 2:1 2:4 1:15 1:41 1:10 1 
L(2,7)-+L(3,4) 3 3:1 3:9 3:39 3:108 3:30 3 
L(2,7)-+As 8 8:3 4:16 2:28 2:54 2:22 2 
L(2,7)-+L(2,41) 1 0:1 0 
L(2,7)-+L(2 ,49) 2 2:1 2:10 2:58 2:104 2:70 2 
L(2,7)-+U(3,5) 1 1:1 1:6 1:18 1:47 1:15 1 
L(2 ,7)-+L(2 , 71) 1 0:1 0 
L(2,7)-.A9 12 12:4 6:42 3:54 3:90 2:30 2 
L(2,7)-+M22 2 2:1 2:10 2:28 2:50 2:28 2 
L(2,7)-+L(2,97) 1 0:1 0 
L(2 ,7)-+h 4 4:2 2:12 1:18 1:30 1:18 1 
L(2,7)-+L(2,113) 1 0:1 : 0 
L(2,8)-+Ag 12 12:4 4:28 2:54 2:90 4:104 2 
L(2,8)-+L(2,64) 1 1:1 1:14 1:221 1:869 1:284 1 

L(2,11)-+Mn 1 1:1 1:2 1:14 1:31 1:17 1 
L(2 ,11)->M12 8 8:3 2:8 2:40 2:70 2:42 2 
L(2 ,11)-+h 1 1:1 1:3 1:20 1:38 1:20 1 
L(2,11)-.M22 1 1:1 1:6 1:19 1:34 1:22 1 
L(2,11)-+L(2,121) 2 2:2 2:38 2:366 2:1262 2:1710 2 

A1->As 32 8:10 2:8 1:46 1:43 1:16 1 
A7-+U(3 ,5) 4 4:2 4:28 3:153 3:207 3:63 3 
A1->Ag 72 12:22 3:21 1:59 1:47 1:21 1 
A1->M22 2 2:2 2:12 1:42 1:40 2:36 1 

L(2 , 16)-..Sp( 4,4) 36 24:13 6:36 2:332 2:348 2:768 2 
U(3 ,3)->h 16 4:8 2:14 1:133 1:89 1:41 1 

Mn->M12 32 32:13 2:10 2:86 2:102 2:48 2 
Mn->M22 2 2:2 1:6 1:38 1:46 2:42 1 

L(3,4)-+M22 8 8:4 8:64 3:207 3:144 8:176 3 
As-->Ag 576 16:193 1:9 1:68 1:88 1:72 1 
As-->h 128 0:5 : : 0 

U( 4,2)-->A9 13824 0:1944 : : 0 

Table 5: Effectiveness and Cost of Heuristics 
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Fusion Pair Overhead Cntlzr Rest. Power Induce Structure Total 
Order Map Const . Time 

1(2,7)-.As 8 1 11 1 26 5 52 
1(2,7)-+1(2,49) 31 1 24 1 54 10 121 
1(2,7)-+U(3,5) 12 1 15 1 45 5 79 
1(2,7)-+Ag 14 1 15 1 26 5 62 
1(2,7)-+M22 11 1 11 1 23 5 52 
1(2,7)-h 13 1 14 1 28 5 62 
1(2,8)-+A9 15 1 22 1 42 10 91 
1(2,8)-+1(2,64) 195 1 240 1 839 112 1388 

1(2,11)-+1(2,121) 228 1 188 1 597 625 1640 
A1-+Ag 14 1 52 1 41 7 116 

1(2,16)-+Sp( 4,4) 20 1 167 1 165 345 699 
1(3,4)-+M22 12 1 59 1 41 10 124 

Table 6: Some Subgroup Problem Times (Sun 3/60 seconds) 

data was created by Jamali, Robertson and 7 Conclusions and Future 
Campbell[17]- they did not include the char- Work 
acter tables, and omitted those members of the 
family 1(2,q) not found in the Atlas. 

Vi'e know of two attempts, prior to ours, to 
provide more sophisticated database capabili-
ties for group-theoretical data. However, both 
lack a query language and might be considered 
as browsers for the collection of data rather 
than as databases. Worboys (28] at Birming-
ham provides a management system for the on-
line files containing character tables of groups. 
O'Brien [18] in 1987 at the Australian National 
University constructed a Pascal system that 
was menu driven to access data on the groups of 
order dividing 128. His system allows values for 
various properties of the groups to be supplied 
and the set of groups with matching properties 
to be retrieved . This solution set can then be 
refined by selecting additional properties from 
the menu and supplying their values. 

The 
work of O'Brien developed into TwoGroups [4], 
the first mathematical database. Smal/Simple-
Groups and TwoGroups are the first serious 
database and knowledge base for mathematics, 
but similar issues arise in other fields. Informa-
tion is vital in all sciences, especially astronomy, 
geology, physics, and chemistry. An overview of 
the work and issues in scientific dat.abases [10] 
also reveals a concern for knowledge representa-
tion amongst other issues, particularly the stor-
age of metadata recording the provenance of the 
data. 

SmallSimpleGroups was constructed and sev-
eral experiments with the representation of 
knowledge and heuristics were performed. The 
experiments highight the need for caching and 
efficient retrieval of complex data, and demon-
strate the relative effectiveness of the selected 
heuristics for the fusion map problem and the 
subgroup problem. 

Many compromises were made due to the 
restrictions of the NU-Prolog platform. Out-
standing problems or unfinished work include 
the impedance mismatches in the NU-Prolog 
platform between Prolog and the external 
databases , and between Prolog and the C rou-
tines accessed via the foreign-function interface; 
the lack of an object-oriented approach to rep-
resenting complex data- the approach must 
also encompass retrieval; the fact that there 
is still no intelligent querying of parameterised 
data- that is, the rules to query the data on 
1(2,q) should be in terms of properties of q; and 
the lack of a meta-level framework for heuristic 
driven solution of queries, possibly using math-
ematical theorems, or frequency information. 

Very briefly, our wishes for an improved 
Prolog include random access into complex 
data structures such as tables; integration of 
object-oriented features to allow more natu-
ral data modelling; and integration of features 
from functional languages to allow natural ex-
pression of arithmetic operators. The object-
oriented and functional features must also in-
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t.egrat.e with the retrieval mechanisms used for 
external databases. 

The major problem with exteilding this ex-
perimental knowledge base to a production-
quality system containing the complete Atlas 
dataset is the requirement to store and access 
the infinite parameterised families of groups. 
Queries may have infinite solution sets which 
should be return as constraints on the values of 
parameters in an easy to understand form; for 
example, q = ±1 mod 4. 
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A DDL for External 
Database 

The first set of data illustrates the data def-
inition of the group M11 for the external 
database of NU-Prolog. For the L(2,q)-family 
of groups, the character table data (cLhdr, 
class_info, and chi) is not stored in the ex-
ternal database but is calculated by C routines 
accessed through the foreign-function interface. 
However, the remainder of the data is stored in 
the external database. 

ct_hdr(m(11), 
o(7920, [[2,4], [3 ,2], [5,1], [11, 1]])). 

class_info(m(11),[1,2,3,4,5,6,7,7,8,8], 
[7920,48,18,8,5,6,8,11], 
[ [] • [ [2. 1. 1]] ' [ [3. 1. 1]] • [ [2. 2. 2]] • [] • 

[[2,3,3], [3,2,2]], [[2,4,4]], DJ, 
[1,2,3,4,5,6,8,11]. 
["1A","2A","3A","4A","5A","6A","8A","8B*", 

"11A","11B*"], 
[[1]. [1]' [1,-1]. [1,-1]' [1,2,3,-1]. 

[1 , -1]' [1,3]. [-1,5]. [1,4,5 , 9,3]. 
[-1,7,6,2,8]]). 

chi(m(11),1,char(1,1,1,1,1,1,1,1,1,1)). 
chi(m(11),2,char(10,2,1,2,0,-1,0,0,-1,-1)). 
chi(m(11),3,char(10,-2,1,0,0,1, 

"A+C,8","**,A+C,8",-1,-1)). 
chi(m(11),4,char(10,-2,1,0,0,1, 

"** ,A+C ,8", "A+.C,8" ,-1 ,-1)) . 
chi(m(11),5,char(11,3,2,-1,1,0,-1,-1,0,0)) . 
chi(m(11),6,char(16,0,-2,0,1,0,0,0, 

"B11","**,B11")). 
chi(m(11),7,char(16,0,-2,0,1,0,0,0, 

"**,B11","B11")) . 
chi(m(11),8,ch ar(44,4,-1,0,-1,1,0,0,0,0)). 
chi(m(11),9,char(45,-3,0,1,0,0,-1,-1,1,1)). 
chi(m(11),10,char(55,-1,1,-1,0,-1,1,1,0,0)) . 
mgpairs(m(11),gen(10,8,11,4,7,6,5,2,9,1,3), 

gen(4,11,3,7,5,1,6,8,2,9,10)). 
presentation(m(11),A,B,[A~2,B~4,(A*B)~11, 

(A*B~2)~6,(A*B)-2*(A*B--1)-2*A 

*B*A*B--1*A*B-2*A*B*A*B--1]). 
msg(m( 11) ,1, 720,11, "M10=A6'"'2" ,none, 

[(1,1),(1,2)],3). 
msg(m(11) ,2,660, 12,"PSL(2,11)" ,none, 

[(1,1),(1,5)],2). 
msg(m(11),3,144,55,"M9:2=3-2:Q8.2","N(3A-2)", 

[(1,1),(1,2),(1,8)],1). 
msg(m(11) ,4,120,66, "S5" ,"N(2A,3A,5A)", 

[(1,1),(1,2),(1,5),(1,8)],2). 
msg(m(11),5,48,165,"M8:S3=2""S4","N(2A)", 

[(1,1),(1,2),(1,5),(2,8),(1,10)],1). 
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B View or DD L for Prolog 
The second set of data illustrates a common 
view that the Prolog routines have of both the 
data on the external databases, and the data for 
the L(2,q)-family which is calculated by the C 
routines . A single view, supported by caching, 
makes the prolog programming of heuristics 
and query processing simpler. 

ct_hdr(l2q(2,13), 
o( 1092, [ [2, 2] , [3 ,1] , [7, 1] , [13, 1]])) . 

class(l2q(2,13),1,1,"1A"). 
class(l2q(2,13),2,2,"2A"). 
class(l2q(2,13),3,3,"3A"). 
class(l2q(2,13) ,4,4, "6A") . 
class(l2q(2,13) ,5,5, "7A") . 
class(l2q(2,13),5,6,"7B2"). 
class(l2q(2,13),5,7,"7C3"). 
class(l2q(2,13),6,8,"13A"). 
class(l2q(2,13),6,9,"13B7"). 
centralizer(l2q(2,13),1,1092). 
centralizer(l2q(2,13),2,12). 
centralizer(l2q(2,13),3,6). 
centralizer(l2q(2,13),4,6). 
centralizer(l2q(2,13),5,7). 
centralizer(l2q(2,13),6,13). 
powermap(l2q(2,13),1,[]). 
powermap(l2q(2,13),2,[[2,1,1]]). 
powermap(l2q(2,13),3,[[3,1,1]]). 
powermap(l2q(2,13),4,[[2,3,3],[3,2,2]]). 
powermap(l2q(2,13),5,[]). 
powermap(l2q(2,13),6,[]). 
period(l2q(2,13),1,1). 
period(l2q(2,13),2,2). 
period(l2q(2,13),3,3). 
period(l2q(2,13),~,6). 

period(l2q(2,13),5,7). 
period(l2q(2,13),6,13). 
classreps(l2q(2,13),1,[1]) . 
classreps(l2q(2,13),2,[1]). 
classreps(l2q(2,13),3,[1,-1]). 
classreps(12q(2,13),4,[1,-1]). 
classreps(l2q(2,13),5,[1,-1]). 
classreps(l2 q(2,13),6,[2,5]) . 
classreps(12q(2,13),7,[3,4]). 
classreps(12q(2,13),8, 

[1,4,3,-1,9,10]). 
classreps(12q(2,13),9, 

[7. 2, 8 • 6 • 11 • 5] ) . 
chi(12q(2,13),1, 

char(1,1,1,1,1,1,1,1,1)). 
chi(l2q(2,13),2, 

char(7,-1,1,-1,0,0,0, 
"1+qr(13)", "-qr(13)")) . 

chi(l2q(2,13),3, 
char(7,-1,1,-1,0,0,0, 

"-qr(13)","1+qr(13)")). 
chi(12q(2,13),4, 

char(12,0,0,0,"b(13,1,1)", 
"b(13,2,1)","b(13,3,1)",-1,- 1)). 

chi(l2q(2,13),5, 
char(12,0,0,0,"b(13,1,2)", 

."b(13,2,2)","b(13,3,2)",-1,- 1)). 
chi(12q(2,13),6, 

char(12,0,0,0,"b(13,1,3)", 
"b(13,2,3)","b(13,3,3)",-1,- 1)) . 

chi(12q(2,13),7, 
char(13,1,1,1,-1,-1,-1,0,0)) . 

chi(12q(2,13),8, 
char(14,-2,"a(13,2,1)","a(13,1,1)", 

0,0,0,1,1)). 
chi(l2q(2,13),9, 

char(14,2,"a(13,2,2)","a(13,1,2)", 
0,0,0,1,1)). 

mgpairs(l2q(2,13), 
gen(2,1,4,3,6,5,9,10,7,8,11,12,14,13), 
gen(3,1,2,5,7,8,4,11,12,10,6,13,9,14)). 

presentation(l2q(2,13),A,B,[A~2, B~3, 

(A*B).13,((A*B)~7*A* (A*B)-4*A)-2]). 
msg("L(2, 13)", 1,14, 78, "D14", "N(7A)", [] ,0). 
msg("L(2 ,13)", 2,12, 91, "D12", "N(6A)'', [] ,0). 
msg("L(2, 13)" ,3, 78,14, "13:6" ,"N(13)", [] ,0). 
msg("L(2 ,13)" ,4, 12,91, "A4", "N(2A -2)", 0 ,0). 
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Abstract 

Knowledge base maintenance is considered to be an important step towards the development <?(expert systems. The effectiveness 
of the verification process depends on the use <?(sound methodology which purports to model the inter-relationships in the 
knowledge and allows .for a means <?(checking and uncovering problems inherent in the knowledge base. This paper initiates a 
.formal description technique .for verifying the redundancy and subsumption of production rule-based systems. The approach is 
based on the notion <?{High Level Petri Nets. It involves the use <J( coloured tokens .for representing the two:folded states <?( 
predicates and the control notion.fiJr rule execution. In addition, an mechanism is providedfiJr the maintenance <?(the predicate 
states during the inference proce~s. The verification strategy is to put emphasis on the detection and identification <?(different 
anomalies relevant to such problems that could occur in sequences Q( inferences. Formal verification is provided which is based 
on reachability markings generated by the transition .firings in the Petri network. A detailed analysis of the complexity of the 
methodology is given. 

Keywords:- Knowledge ver~fication, redundancy and subsumption, formal description techniques, Petri Nets. 

1 . Introduction 
Redundancy and subsumption are among the structural 
problems in rule based systems, that greatly affect 
knowledge base maintenance. The presence of these 
kinds of problems, although do not alter in general the 
semantics of the knowledge base and may be useful 
because of noise in the system, can at times introduce 
deficiencies like inconsistency, multiple counting of 
weight, computational deficiency, etc [12]. Importantly, 
the system designer ought to be aware of where these 
problems might occur. It is increasingly critical that 
such problems become the subjects of knowledge base 
verification effecting the expert system performance. 

The traditional approach, using a pairwise 
comparison of the entities involved in rules, requires 
effort that is a polynomial in the order of the square of 
the number of entities. This situation will become 
worsen when one includes the dynamic inference 
among the rules, particularly when the series of chained 
inference of rules is long and possibly meshed. As a 
result, the verification will easily be subject to 
computational complexity problem. 

This paper adopts Petri net paradigm for solving the 
verification problems. The primary reason is that it can 
offer a formal description technique for modelling 
predicate inference in an expert system, and it tends to 
satisfy most of the requirements for knowledge 
representation as follows: 
- extensive literature about net theory, 
- its ability to describe systems at different levels, 
- its graphical and precise nature, 
- its structural generality, 
- its potential to support knowledge inference, 

- its ability to represent concurrency, 
- the existence of analytical verification tools. 

There were some previous attempts [9, 11] either 
directly or indirectly, using Petri nets to represent 
knowledge and model system behaviour, however, not 
much effort has been devoted to the verification issues. 
Even if it were, it was subject to many criticisms [6]. 

Recently, [4-6] have developed a State Controlled 
Petri Net (SCPN) model for verifying knowledge bases 
in expert systems. The model can offer a formal 
description technique for simulating predicate inference 
in an expert system. In the present paper, we will give a 
formal description of the model,. examine the transition 
sequences and check against the properties of SCPNs 
and its complexity for knowledge base verification. The 
paper is organized in five main sections. The first 
section gives a brief review of SCPNs. Knowledge 
inference and reasoning are discussed in the next 
section. It gives the problem description and 
formulation of the anomalies in a knowledge base. The 
third section provides cases of anomalies represented in 
SCPNs, · and details the formal approach to the 
verification of redundancy and subsumption. 
Complexity analysis of the SCPN methodology is given 
in the fourth section. The paper concludes with a 
discussion on the extension of the methodology. 

2. State Controlled Petri Net 
(SCPN) Model 

In the context of using State Controlled Petri Nets to 
model the knowledge base of an expert system, we have 
to be aware of what forms of knowledge needed to 
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represent. Basically, a knowledge base includes fact 
knowledge which refers to what has been explicitly 
specified or known to be true, and inference knowledge 
which may specify a certain relationship, such as the 
casual-effect relationship, ·semantic relationship, 
functional relationship, etc., among the objects, from 
which new fact knowledge can be derived. 

Besides, a fact could be a temporal dependent fact or 
a pennanent fact. This could be true over a specific 
period of time in a temporal situation, or it represents 
knowledge that is always true over the entire span of the 
model's life. In the present paper, only the permanent 
fact is taken into consideration. 

The formulation of a fact as being a5serted in a 
SCPN involves the marking of each place associated 
with the predicate. On the other hand, the formulation 
of a production system involves the representation of 
each production rule as a transition. There are certain 
constraints placed on the input and output functions for 
proper interpretation for any predicate being initiated 
and maintained through any associated transition firing. 

2.1 SCPN Notations 
Production systems use collection of rules to deduce 
facts and solve problems. The rules are composed of 
simple predicates which are used as functions that map 
object arguments into TRUE, FALSE values 
represented by binary truth-values I, 0 respectively. 
These are then modelled by SCPNs. 

. In its most primitive form in the Petri net 
representation, each rule will have all the conditions as 
input places and the actions as output places for the 
transition in question. The logical predicate becomes 
true by the presence of a state token, and the transition 
associated with this predicate will become active by the 
presence of a control token. It should be noted that . the 
predicate . tenns or their attribute values could be a 
symbol string, a numerical value . with semantic 
meaning, or a null value. 

A syntactical representation of the structural and 
non-structural infom1ation of a simple rule is given in 
Figure I. In this SCPN, the places represent predicates 
p1, p2 and are named s1, s2 respectively. The transition 
represents the rule and is named t 1. The underlying 
places, transitions and arcs constitute a directed net as 
in place/transition nets. A notable difference is the 
output arc (from the transition back to s1) that creates a 
self-loop for preserving the state of predicate. It also 
allows for its changes under some kind of complexity. 

As shown in Figure I (a), the input condition is 
denoted by the label associated with the arc where "Y" 
implies the requirement of "y" and "e" but not "n" 
tokens at the corresponding input place s1 to enable the 
tnmsition. When the transition fires the following events 
occur indivisibly and concurrently: for the input place, 
all tokens are removed from the input place but the state 
token that represents the state of the place (or predicate) 
will be retumed via the self-loop arc; for the output 
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place, tokens will be created which are controlled by the 
associated output arcs where "N" implies that a "n" and 
a "e" token will be created during the execution of the 
rule. The result is shown in Figure l(b). Further details 
and transformation formulas can be obtained in [6]. 

(a) 

FIGURE 1. SCPN graph for tbe rule: p1 ~ ;>z 

2.2 Formal Definitions 
The basic structure of SCPN consists of a set of 
predicate places, a set of transitions and a set of directed 
arcs, which connect the transitions and the predicate 
places. The formal definition of SCPNs is as follows. 

Definition 2.1 An SCPN structure N can be defined 
as a 8-tuple given by N = (P, T, le, Oc, Is, Os, Me, MJ, 
wherefor n>O, m>O, 
P = {p1, p2, ... , p0 } is a finite set of predicates, 
T = { t1, ~ •... , tm} is a finite set of transitions, 
P and Tare disjoint such that P " T = 0, 
le : T => P' is an input control function, a mapping 

from transitions to the bags1 of predicates, 
Oc : T => P' is an output control function, a mapping 

from transitions to the bags of predicates, 
Is : T => P' is an input State function, a mapping from 

. transitions to the bags of predicates, 
0 s : T => P' is an output state function, a mapping 

from transitions to the bags of predicates, 
Me : P => z+ is a control marking, a mapping from 

predicates to non-negative integers in z+={ 0, I, 
2, . .. }, 

M5 : P => z+ is a state marking, a mapping from 
predicates to non-negative integers in z+={O, I, 
2, .. }, 

and for each transition tj E Tin anet N, 
Is(tj) "Os(tj) ::f! 0, IcC9 "OcC9 = 0, 

such that Pi E ls(tj) =>Pi E OsCtj), 
Pi E Ic(t} =>PiE Oc(~). 

SCPNs can be considered as a structurally folded 
version of a regular Petri net for a finite number of the 
types of tokens. Thus, a SCPN can be unfolded into a 
regular Petri net by unfolding each predicate Pi into a 
set of predicates { Pci• Psi}, one for each type of tokens 

I Bags (P') are generalizations of sets that unlike sets allow the 
possibility of multiple occurrences of elements (predicates). 
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which the predicate place may hold, and by unfolding 
each transition tj into a set of transitions. { tcj• tsj}, on~ 
for each way that tj may fire. 

· Therefore, an arc directed from a predicate P; to a 
tnUlsition ti defines that Pci to be an input predicate of 
transition tcj• ru1d Psi to be an input predicate of 
transition tsj in an unfolded version of SCPN. However, 
ru1 arc directed from transition tj to a predicate P; 
indicates that Pci is an output predicate of transition tc· if 
Pci is not an input predicateof tcj , and Psi is an outbut 
predicate oftransition t5·• 

Note that the Input State (Is) and Input Control Clc) 
correspond to the input conditions, that is, the presence 
of a state token, or a control token, or both in the input 
places associated with the specific transition. Similary, 
the Output State (Os) and Output Control (Oc) govem 
the output, that is, the creation of a state token, or a 
control token, or both in the output places associated 
with the transition. 

Definition 2. 2 A marking M of a net N is a function 
from the set of predicates P to the non-negative 
integers z+ : 

M : P -t z+ 
M is also denoted by ann-vector such that, 

M= {M1, M2, .... ~~} 
where n = IPI and M; E z+ for i = { l, 2, ... n} . 

Definition 2.3 A transition t· E T in a marked N . J 
with marking M is enabled if 

Mc(P;) ;::>: #(p;. Ic(tj)) ;::>: l, 
M5(P;) :2: #(p;. 15(9) ;::>: I, and 
M= (MC, MS), 

where P; E P, and #(p;. lc(tj)), #(p;. l 5(lj)) specify the 
input multiplicity of that predicate for the transition. 
The effect of firing a transition is to remove all tokens 
from an input place and deposit them in output places in 
accordance with respective input and output functions. 

Definition 2.4 A new marking M', as a result of 
the firing of a transition tj E T in a marked net N with 
marking M, is created if 

M'c(P;) = Mc(P;) - #(p;, V9> = 0 if P; E Vtj), 
M'/P;) = Ms<"P;)- #(pi, Is(tj)) + #(p;, Osf9) = l 

if P; e Is<'tj) n 0 5(ij), 
M'c(P;) = Mc(P;) + #(p;, Oc(9) if P; e OJt), 
M'5(P;) = M5(P;) + #(p;, 0 5(9) if P; !e l 5(tj) n 0 5(t), 

and M'= (M'c• M's), 
where P; E P, and #(p;, Oc(t)), #(p;. Os(t)) specify the 
output multiplicity of that predicate for the transition. 

Definition 2. 5 Given K" as a set of all markings 
for the places inN, the next state function o: K" x T -t 
K" is defined as o(M,tj) = M' for some t· E T iff 

( 1) trru1sition ti is enabled, J 
(2) a new marking M' is created when t· frred . 

Definition 2. 6 A marking M" is said to be r~achable 
from a marking M0 if there exists a sequence of firings 
that transforms M0 to M". A firing sequence is denoted 
by a= (t1, t2 , ... t 11) that M" is reachable from Mo by cr. 

2.3 Transition Criteria 
The logical predicate becomes true by the presence of a 
state to~en, and the transition associated with this 
predicate will become active by the presence of an 
execution token (i.e. a simple control token). When 
both tokens are present and provided that the state token 
satisfies the transition condition, the transition is 
enabled and is ready for firing. For simplicity reason, 
without taking any transition conditions or transition 
operations into consideration, we can minimally enable 
a specific transition and then check the reachability set 
for any irregularities of predicate places. In SCPNs, a 
marking M, is composed of M5 = {M51 , Msz• . .. Ms 11 } 

that depicts the marking for the state places and Me = 
{Me!• Mcz• ... Men} that depicts the marking for the 
control places. Individual markings M5 ;, Mci are 
described as space vectors spanned by the number of 
places in the SCPNs. Similarly, individual t· is J 
represented by a space vector spanned by the number of 
transitions in the SCPNs. Firstly, we define that: 

Definition 2. 7 A transition ti is minimally active if 

M . = { 1 if Pci E left) 
ci 0 otherwise 

Definition 2.8 A transition tj is minimally enabled 
if tj is both minimally active and that 

M . = { 1 if Psi E Is(!} 
s• 0 otherwise 

Since different types of token are used to represent the 
two-folded states of the predicate, we shall use M+; to 
depict the state marking for the assertion of P; and 
similarly, M-i for the denial of Pi· The verification of a 
sequence of certain rules using SCPNs requires some 
extension of the definitions. We define that: 

Definition 2. 9 T k that contains a group of 
transitions {t11 } is said to be minimally active if V j 

I, 2, .. .. n, tj E Tk, ::J Pi E lc(9 ~ Ic(Tk), s.t. 

_ { 1 if Pci E Vt) and Pci !e OJ9 
M·-

cl 0 otherwise 

Note that for a transition to be active, there is no need to 
have all its associated input places marked with a 
control token, respectively. The principle is that as long 
as the input states of the associated predicates are 
defmed (i.e. marked with state tokens), any inference 
due to other transition that deposits a control token (as 
well as the same state token) in at least one of these 
input places, will enable such transition and cause it to 
be fired. Further, the self-loop arc corresponding to each 
input place does not cause a repeated firing of 
transitions. In the absence of any self reference rule, the 
set of input and output places relevant to the transition 
in SCPN are always disjointed. 

Definition 2.10 T k that contains a group of 
transitions { t0 } is said to be minimally enabled if V j = 
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I, 2, .... n, t; E T k• ::1 Pi E 15ft;) {;;;; liT k), s.t. T k is both 
minimally active and 

M . = { I if Psi E lg(tj) where Mc<Pci) = l 
s1 0 otherwise 

Note that SCPNs contain self-loop arcs for each of the 
input places involved. Consequently, the set of input 
places and output places of any transition are no longer 
disjunctive with respect to the states of the predicates. 
In order for T k to be minim~ly enabled, we have to 
use the control places which are marked to make T k 

minimally active, as the indicators, so that the 
corresponding predicates can be marked (by the 
presence of sta.te tokens) accordingly. 

2.4 An Illustrative Exam pie 
Consider the following set of simple rules: 

Rule-1: p1 ~ p2 
Rule-2: p3 ~ -.p5 
Rule-3: p2 ~ p3 
Rule-4: -.p4 A p3 ~ P6 A -.ps 
Rule-5: Pt ~ p3 

such that 
cr =(Rule-!, Rule-3, Rule-2, Rule-4), 
lc(Rule-1) = {s1 }, Ic(Rule-2) = {s3}, Ic(Rule-3) = {s2 }, 
Ic(Rule-4) = {s~,s4 }, Ic(Rule-5) = {s1 }, 
Oc(Rule-1) = {s2 }, Oc(Rule-2) = {s5 }, 

Oc(Rule-3) = {s3 }, Oc(Rule-4) = {s5,s6 }, 

Oc(Rule-5) = { s3}, 
l5(Rule-l) = {s1}, I5(Rule-2) = {s3 }, l5(Rule-3) = {s2}, 

l5(Rule-4) = { s3,s4 }, Ic(Rule-5) = { s1 }, 

O,(Rule-1) = {s1,s2 }, 0 5(Rule-2) = {s3,s5 }, . 

O~(Rule-3) = {s2,s3 }, 0 5(Rule-4) = {s3,s4,s5,s6 }, 

Os(Rule-5) = {s1,s3} 

The rules are represented by a SCPN graph as shown in 
Figure 2. Note that for simplicity, the self-loop 
associated with each input place is not shown in the net. 
In the case of the rule with conjunctive condition, "Y*" 
or "N*" is used for labelling the associated input arcs to 
indicate that a "y" or "n" mutually exclusive token, and 
at least a "e" token at either input place wilt" be sufficient 
to enable the transition. 

The SCPN model can provide dynamic transition of 
knowledge inference in deterministic situations. As 
given in the example, the sequence of trari.sitions, cr, 
can be minimally set active by having its places SI, S4 
marked with a control token, respectively. Rule-4 will 
become active as long as s3 or s4 has a control token in 
place. This is the condition defined for rules that 
involve conjunction of predicates. Without loss of 
generality, · we can mark the corresponding places with 
these control tokens for the purpose of initializing a 
sequence of transitions according to Definition 2.9. 

Since l.(t-) n 0 (t·) :F. 0 for any ti E cr due to the S . I S I 

existence of self-loops in SCPNs, we wil1 initialize 
those· places that already have had a control token there 
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according to Definition 2.1 0. As a result, s1, s4 will be 
marked with an appropriate state token, respectively, 
that satisfy the conditions for the transitions. 

FIGURE 2. A SCPN representation of the given rule set 

3. Knowledge Inference in SCPN 
Model 

The reasoning strategy for knowledge inference is 
sometimes called "event-driven" reasoning, since the 
reasoning process is based on the occurrences of events. 
The goal of the reasoning for SCPN is to determine the 
subsequent events based on current events. The initial 
marking of the net determines the initial state of the 
system. Subsequent ·markings contribute to a. 
reachability set which can reflect the degree of 
inference at different levels, stemming from the event. 

Given an event in terms of an initial marking M> in 
a SCPN system, a set T of active transitions would then 
be identified. While T is not empty, we select a 
transition t from T for execution. When firing a 
transition . t, all state tokens in the input places will be· 
destroyed, and the number of state tokens in the output 
places s increased by I. The presence of the self-loop 
associated with any input place will put . back a single 
state token in the original input place, accordingly. 

The execution of all transitions in T, individually, 
will create a series of alternative new markings (M1, 

M2, ... . , M.n). The effect of adding a "e" token in places: 
S· associated with t is to make the transition become 

I . 

active for firing once the states of Pi are asserted. The 
process is repeated recursively for (M1, M2, . . . . , M.n);. 
and so on. In general, given ~, a sequence of a list of. 
markings results in Figure 3. . 

Note that the transitions of the SCPN model are 
structured to be in one direction only with the exception 
for the self-loop that is associated ·with · each input 
predicate. Whenever a transition t representing a rule, 
p ~ q, becomes active and its associated predicate p isc 
asserted. it is forward enabled meaning that the; 
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inference proceeds in a forward direction with q inferred 
(i .e. q is asserted) subsequently, thus supporting a 
forward chaining (events driven) paradigm of inference. 
In order to model and allow for simulating the goal 
driven reasoning. the backward enabled transition will 
have to be introduced. It is defined that a transition t 
for p ~ q is backward enabled if its inference proceeds 
in a backward direction as if it were for p +- q. Input 
places and output places are interchanged accordingly to 
accomplish the changes. 

w 
I 

(Ml , Mt , ... , Mt . , ...... ' Ml ) 
I 2 1J m1 

I I I 
( ... ) ... (. .. ' M\ ' ... ) ... (. .. ) 

so on 

FIGURE 3. A sequence of markings reachable from M0 

3.1 A Taxonomy of Anomalies 
Many of the problems encountered in the manipulation 
of an expert system are caused by a knowledge base that 
is redundant and subsumed. However, these problems 
vary in different forms under different situations. A 
formal expression of the problems is as follow. 

Given that in a closed world situation in which a 
common concept is derived by a rule set, {P, Q, R, S, . 
. . . } is a set of simple predicate formulas (atomic 
formulas) . The <condition> and <action> of the rules 
are represented by these formulas. For simplicity, the 
terms of these predicates, which might be vanables, 
constants or else, are not specified or explicitly shown 
in the formulation. As such, the anomalies as classified 
by [5], that are relevant to the problems of redundancy 
and subsumption in knowledge base verification, take 
the following forms: 

REDUNDANCY 
Case l. Conditions and actions identical 

P 1~ Q1, P2~ Q2 where P1 = P2, Q1 = Q2 

Case 2. Chained inference 
P~Q~R, Q~Rand 

Q is not ascertainable through other rules 

SUBSUMPTION 
Case 1. Conditions subsumed with identical actions 

P 1\ Q-7 R 1\ S, Q~ R 1\ S 

Case 2. Conditions identical with subsumed actions 
P 1\ Q-7 R 1\ S, P 1\ Q~ R 

Case 3. Conditions and actions subsumed 
P 1\ Q-7 R 1\ S, Q~ R 

3.2 An Example 
Consider the same example as given in Section 2. 

since coloured tokens have been used to represent the 
predicate state and control state involved in the 
transitions, we can define the marking Mi which is 
equal to (Mci• ~i) at any place si as a 3-tupe array of 
positive integer values where the first tuple in the array 
represents the number of control tokens, and the second 
and third tuples represent the number of state tokens 
corresponding to predicate Pi, and its denial -,pi, 
respectively. 

Suppose the knowledge base contains two factual 
knowledge, p1 and -.p4. In SCPN representation, s1 and 
s4 are to be marked initially with a "y" and a "e" tokens. 
a "n" and a "e" tokens, respectively. This marking is: 

MO= ((101) (000) (000) (011) (000) (000)] 
Knowledge inference can be obtained by examining the 
reachability tree and the subsequent markings. In 
particular, alternative paths leading to a marking 
generated from one path, which marks all the predicate 
places common to that of the other one, imply the 
possible existence of redundant knowledge. As shown in 
Figure 4, paths (Rule-5), (Rule-1 Rule-3) induce 
common marked places, and both generate a new 
marking M3 = (101) at the place s3, as part of 

M2 = ((100)(000)(101)(011)(000)(000)] and 
M3 = ((100)(100)(101)(011)(000)(000)] respectively. 

Therefore, Rule-5 could be redundant among the rest of 
the rules in the knowledge base. 

((101 )(000)(000)(011 )(000)(000)) 

[(1 00)(101 )(000)(011)(000)(000)) ( ( 1 OO)(OOOj( 101 )(0 11 )(000)(000)] ,., .. 1 
((100)(100)(101)(011)(000)(000)) 

[(100X000)(100)(010)(011)(101)J 

0 
((100XOOOJ(10CI)(011)(011 )(OOO)J 

Rule-4 

! ((100X100)(100)(011)(011)(000)) Rule-
4 

((100)(100)(100)(010)(011)(101)) ~ 
0 Rul ... 

4 + ((100)(000)(100)(010)(022)(101)) 

((100)(100X100X010)(022)(101JJ 0 
0 

FIGURE 4. Reachabllity tree spanned by MO 

Besides, a path leading to a multiple marking reflects 
the possible existence of subsumption. As shown in 
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Figure 4, a path (Rule-2, Rule-4) produces a multiple 
marking M5 = (022) at s5, forming part of 

M8 = [(100)(000)(100)(010)(022)(101)] and 
M9 = ((100)(100)(100)(010)(022)(101)] alternatively. 

Consequently, Rule-2 subsumes Rule-4 which has 
additional constraints attached to an additional input 
predicate place. 

4. Verification of Redundancy and 
Subsumption 

The problems of redundancy and subsumption are 
observable either between a pair of rules or a set of 
rules that represent chains of inference, a description of 
such in tem1s of predicate fonnulas is given in previous 
section. We identify a number of cases represented in 
SCPNs as follows. 

4. 1 Cases of Redundancy in SCPNs 
When sequences of transitions interact with one 
~mother, a number of possible events could take place. 
As shown, sequences (t0) and (t1), (t0) and (t1, ~ • .. tm), 
(t1, t2, .. tm) and (tm+l• tm+Z• ... tm+n) could infer same 
result in Case 1, Case 2 and Case 3 (shown in Figure 5) 
respectively. 

(Case 1) 

(Case 2) 

(Case T) 

t 
m-+n 

Fl(aJRE 5. SCPNs showing casl"s of redundancy 
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4.2 Cases of Subsumption in SCPNs 
Sequence (t0) could subsume (t1) in Case I, Case 2, 
Case 3 and (t1, ~ .... tm) in Case 4, Case 5 (shown in 
Figure 6) respectively. Similarly, (t1, ~ .... tm) could 
subsume (tm+l• tm+Z• ... tm+n) as shown in Case 6 (in 
Figure 6). 

(Case 1) 

(Case 2) 

(Case 3) 

(Case 4) 
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5x+1 might cause cyclicity), ::J aj, ::J k, s.t. these sequences 

(Case 5) 

~ ................... . 
1
m+2 

(Case 6) 

FIGURE 6. SCPNs showing cases ofsubsumptlon 

4.3 Verification Results 
When a number of rules in a sequence are applied 
during deduction, the inference can be obtained by 
viewing the sequence of transition firings through the 
chaining of rules according to the transfoimation 
provided by SCPNs. The major analysis technique for 
SCPNs is the use of reachability tree which represents 
the reachability set of the net. It is based on 
exhaustively exploring all the possible interactions of 
predicates within the model. A composite or global state 
of the system is defined as a combination of the states 
of the cooperating net structure. From a given initial 
state, all possible transitions are generated, leading to a 
number of new global states. This process is repeated 
for each of the newly generated states until no new 
states are generated. The generation of the global state 
space is easily automated by computer aided tools, 
some of which have been developed recently [13]. 

Problems of redundancy and subsumption can be 
tested by examining the alternative paths and markings 
generated by the initial marking. They can be verified 
formally by the theory as follows. 

PraptM'ititm: Given that M minimally enables a 
non-trivial transition sequence oi, iff the rule set has 
incorrect rules that involve redundancy and 
subsumption, but not self-reference rules (i.e. rules that 

have the following properties : 

Oi/\crr0; 
M'=o(M,ai), M"=o(M,crj); Msk=O, M'sk>O, M"sk>O. 

The proposition has been derived for verifying possible 
cases of redundancy and subsumption in rule based 
systems. As shown in the above sections, the cases 
include: 
( l) The redundant rules have identical conditions and 

actions. 
(2) The redundant rules have chained inference 

involving a chained rule and a single rule, or both 
chained. 

(3) The rules have subsumed conditions but identical 
actions. 

(4) The rules have identical conditions but subsumed 
actions. 

(5) The rules have subsumed conditions and actions. 
(6) Chained rules with subsumption. 

A brief derivation of the proposition is given m 
Appendix I and, with more details, in [4]. 

5. Complexity Analysis of SCPNs 
The complexity of verifying the anomalies in 
knowledge base is defined to include the effort to 
transform the rules into transitions, to derive the 
reachability tree through a series of numerical 
computation, and to check different solutions (token 
numbers for each type at each token place 
corresponding to any reachable marking) for error 
examination. 

5.1 Transformation of Rules to SCPN 
Let the knowledge base have k rules, each with u 
conditions and v actions. 

It is required to create transitions to match the rules. 
There can be a maximum of k(u+v) predicate places 
representing 3k(u+v) possible token facts (depicted by 
the presence of state and control tokens), and k+c 
transitions representing rules where c is the extra 
number of transitions created (as a result of possible 
indetemiinate rules or rules with conjunctive conditions 
that only one control token in any one of the associated 
input places is sufficient to cause the transition become 
active) in the knowledge base. It is noted that c = 0, if 
there exists none of this type of rule explicitly in the 
rule set. However, rules of this nature may exist 
implicitly in the knowledge base, presenting inter-
related properties of redundancy and subsumption. 

The transition sequence, a, will be represented by 
an n-vector where n is the number of transitions in 
SCPN. n is derived through the transformation by 

n = (k+c) . 
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Let 3m denote the number of token facts, with 3m 
s; 3k(u+v). The total number of storage places for the 
computation, therefore, will be 

K = 3m + n. 
Note that more storage places will be needed if any 

additional transition conditions and operations are 
included for the SCPN simulation. 

5.2 Derivation of Reachability Tree 
A numerical analysis of the SCPN approach could be 
based on a matrix view of Petri nets [I, 7]. This is 
coupled by some heuristic operations to help simplify 
the mathematics involved in matrix calculation. Two 
matrices D-. D+. are defined to represent the input and 
output functions for the predicate states and control 
states, respectively. Each matrix is m rows (one for each 
token place) by n columns (one for each transition). 

A typical example shown in Figure 2 is that, there 
are 6 transitions transformed from a set of 5 rules, 
involving 6 predicate places (i.e. c = 1). Note that 
Rule-44 due to the control options as the result of the 
conjunctive rule Rule-4 is not shown in the figure. 

The D- of the SCPN then is: 

Rule-1 Rule-2 Rule-3 Rule-4 Rule-44 Rule-5 
S1 (l Cl l) (0 0 0) (0 0 0) (0 0 0) (0 0 0) (l 0 1) 
s2 (0 0 0) (0 0 0) (l 0 1) (0 0 0) (0 0 0) (0 0 0) 
s3 (0 0 0) (l 0 l) (0 0 0) (1 0 1) (1 0 0) (0 0 0) 
s4 (0 0 0) (0 0 0) (00 0) (0 1 0) (0 1 1) (0 0 0) 
ss (0 0 0) (0 0 0) (0 0 0) (0 0 0) (0 0 0) (0 0 0) 
s6 (0 0 0) (0 0 0) (0 0 0) (0 0 0) (0 0 0) (0 0 0) 

The o+ of the SCPN is: 

Ru1e-1 Rule-2 Rule-3 Rule-4 Rule-44 Rule-S 
S1 (l 0 0) (0 0 0) (0 0 0) (0 0 0) (0 0 0) (1 0 0) 
s2 (1 0 1) (0 0 0) (1 0 0) (0 0.0) (0 0 0) (0 0 0) 
53 (0 0 0) (1 0 0) (1 0 1) (I 0 0) (1 0 0) (1 0 1) 
s4 (0 0 0) (0 0 0) (0 0 0) (0 1 0) (0 1 0) (0 0 0) 
ss (0 0 0) (0 1 I) (0 0 0) (0 1 1) (0 1 1) (0 0 0) 
s6 (0 0 0) (0 0 0) (0 0 0) (1 0 1) (0 0 0) (0 0 0) 

The fonnulation of propositions and the simulation of 
the SCPN reachability tree allow for the inspection of 
transition sequences that might indicate any anomalies 
in the rule set. 

Let e[j] be the n-vector. It is zero everywhere 
except in the jth component which is an 3x3 identity 
matrix. The transition tj is represented by the n-vector 
e[j]. tj is enabled in a marking MO = [M1 M2 .... Mn,]T if 

M1 2: D- • e T[j] , (eT is the transpose of e). 

The result of firing tj in marking M0, 
(minimally) enabled, is 

if it is 

b(MO,tj) = MO 0 [ o- • eT[j]] + D+ • eT[j] 
= M0 0 A + o+ • e T[j] 

J 
= Ml (5.1) 

where 0 represents a heuristic operation to reset any 
Mk E M1 such that, Mk = (0 0 0) in M0 for any 
kth row component which is non-zero in the whole 
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array in ~. This operation will ensure that all 
corresponding input tokens that enable the particular 
transition will be consumed once it is fired. 

Detection of any form of error will require the 
generation of a reachability tree for close examination. 
All markings that are reachable from a given marking 
will need to be stored for examination. As seen from 
equation 5.1, given an initial marking M0, the effort, 
in a worst case, to derive the next marking will involve 
the following operations: 

(a) Identify enabled transitions requires comparison 
between ~ and every column of D-: 

3mn comparisons. 
(b) Compute MO 0 ~: 

3m comparisons. 
3m substitutions. 

(c) Compute MO 0 ~ + o+ • e T[j]: 
3m additions. 

(Note: D+ • e T[j] refers to the jth column of D+ 
without extra effort to go through the inner-product 
operations for the matrix multiplication). 

Assume that r 1 transitions are enabled by M0 , 

where r 1 :5: n. Therefore at the next stage, r 1 
transitions are to be checked respectively for possible 
new markings. The total number of operations will then 
be 3mr 1 (3+n). 

For the next stage, assume r2 transitions are 
enabled by M1, where r 1 + r2 s; n. The total number 
of operations will be 3mrz(3+n). 

The process repeats until all possible markings from 
~ have been exhausted. Provided that any existence 
of a loop is detected and its immediate markings not 
allowed to be spanned further, the upper bound for the 
process is given by: 

= 3m(3+n)(r 1 + r2 + ....... ) 
s; 3m(3+n)n (for any distinctive transitions) 
s; 3n3 (for sufficiently large n). 

Therefore, for a sequence of transition firings cr = (t1, 
t2, ..... t1), the total effort for fmding the markings is 
3ml(3+n) operations and is s; 3n3, which is of 0(3n3) . 

For a marking M 0, if w distinct markirigs are 
reachable, the storage requirement will be at least WK ( 

K=3m+n as defined in Section 5.1), and possibly more, 
if a marking can be reached through a variety of paths. 

5.3 Examination of Different Solutions 
Detection of any form of error will require the 
examination of individual marking places along any 
possible paths generated by the reachability tree. All 
distinctive markings that are reachable from a given 
marking, corresponding to certain set of { Ig(tj),lc(lj)} 
or {05(tj),Oc(t)} for any tj, will need to be checked 
respectively for any anomalies. 

Since the number of token places is upper bounded 
by 3m :5: 3k(u+v). For each given M0, the number of 
token places being marked is bounded by 3m. For the 
reachability set R~), the number of distinctive 
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transition firings is bounded by n. Consequently, the 
total number of times for checking individual token 
places in R(M0) is bounded by 3mn $ 3n2 . 

Note that these estimates of complexity apply to one 
solution of the reachability set without linking initial 
state, subsequent states and the transition matrices. 

6. CONCLUSION 
A fonnal description technique based on high level Petri 
nets allows the use of reachability theory for exposing 
problems of redundancy and subsumption that could 
occur in a knowledge base. The verification is done 
exhaustively by minimally initiating the sequence of 
transitions and closely examining the reachability 
markings. In addition, the problems could be located 
through the trace of the sequences of transitions which 
might provide alternative or multiple marking effects. 
The complexity of the SCPNs perfonnance is 0(3n3) 
where n is the number of rules involved in the 
knowledge base of the system. Though the proposed 
methodology is comparable to that of the theorem 
proving procedures which gave 0(211

) and network flow 
approach whose perfonnance was reported to be 
between O(n2 ) and 0(n4) by [8] it should be noted that 
the verification approach adopted in the present paper 
has consolidated some features offered by a number of 
previous verification strategies and allowed possible 
room for further extension. The technique given here 
can provide a means with similar complexity to verify 
other problems such as cyclicity, inconsistency, and 
c.ompleteness of the knowledge base in expert systems. 
Where uncertainty inference is considered, it is subject 
to increases in complexity. Not only the number and the 
type of tokens need to be checked at each transition 
firing, but also the relevance of the tokens need to be 
addressed, whose uncertainty measures hold a crucial 
factor for the propagation of inference activity. All of 
these extensions will be the subjects of future work. 
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APPENDIX I 

Proposition: Given that M minimally enables a non-
trivial transition sequence cri, iff the rule set has 
incorrect rules that involve redundancy and 
subsumption, but not self-reference rules (i.e . rules that 
might cause cyclicity), 3 O'j, 3 k, s.t. these sequences 
have the following properties : 

cr· A cr · = 0 · 
1 J ' 

M' = o(M cr·) M" = 8(M cr·) · , •,' . , J ' 
Msk = 0, Msk > 0, M"sk > 0. 

Forward Case Proof: 

If there exists incorrect rules of the following cases: 

Case-AI: The redundant rules have identical conditions 
and actions 
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In SCPN representation, there should exist t0 , t 1 such 
that 

Is<t0) = I/t1) , Og(fo) = Osft1) . 

Choose M0 s.t . t0 , is minimally enabled, then Msk = I 
if Psk E I5(t0}, 0 otherwise. 
Since I5(t0) IsCt1) , t1 is enabled. As from 
Definition 2.5, 3 M', M" s.t. M' = 8(M<>,t0), M" = 

8(M1 ,t1 ) . Therefore 

= { I if Psk E {15(to), 0 5(to)} 
M'sk 

0 otherwise 

M"sk = { 
0 otherwise 

Since OsCt0) = 0 5(t 1), thus for Psk E 0(t0), Msk = 0, 
M'sk > 0 , M"sk > 0 , implying incorrectness, with cri 
= (t0 ) and crj = (t 1) . 

Case-A2: The redundant rules have chained inference 
(I) A chained rule vs a single rule 

In SCPN representation, there should exist to and cri = 

(t1, t2, .. ... , tm) such that 
15(t1) = I5(t0) , 0 5(tm) = 0 5(fo) , 
0 5(t1) = I5(t1+1) for l = I, 2, .... . m-1 . 

Choose M s.t. cri = (t1, tz, ..... , tm) is minimally 
enabled, i.e. V I = I, 2, ... .. m-1 , 

_ { I if Psk E Is<t1) , where Mc<Pck) = I 
Msk -

0 otherwise 
The execution of transition sequence, cri, gives M' s.t. 
V I= I, 2, .. ... m, 0 8(t1) E 0 5(0) 

{ 

I if Psk E {I5(t1),0sfcri)} 
M'sk = 

0 otherwise 
Since Is(t1) = I5(t0) , t0 is enabled. Let M" = 8(M,t0), 

M" = { I if Psk E { lg(t1),08(t0) } 

sk 
0 otherwise 

Since 0 5(t0) = Os(tm) c Os(cr;) , thus for Psk E 

0 5(tm), Msk = 0 , M'sk > 0 , M"sk > 0, implying 
incorrectness, with cri = (t1, t2, ..... , tm) and crj = (to). 

(2) A chained rule vs another chained rule 
In SCPN representation, there should exist cri = (t1, tz, 
.. ... , t111) ~md crj = (tm+ 1, tm+Z• .. ... , tm+n) such that 

Is<t1) = l5(tm+l), Og(tm) = 0 5(tm+n), 
0 5(t1) = IJt1+1) for l = I, 2, .. ... m-1, 
0 8(t1) = l 5(t1+ 1) for l = m+ I, 2, .. ... m+n-1. 

Choose M s.t. 0'; = (t1, tz, ..... , tm) is minimally 
enabled, i.e. V l = I, 2, ..... m-1 , 

{ 
I if Psk E I8(t1), where Mc<Pck) = 1 

Msk = 0 
otherwise 
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The execution of transition sequence, cri, gives M' s.t. 
V I= 1, 2, ... .. m, Og(tJ) E Osfcri) 

{ 

1 if Psk E { Ig(t1),05( cr;)} 
M'sk = 

0 otherwise 
Since IsCt1) = lg(tm+l), crj is made enabled. Let M" 
8(M,crj), V I = m+ I, 2, ..... m+n-1 , 0 5(t1) E Og(oj) 

{ 

I if PskE {lg(t1),0g(crj)} 
M"sk = 

0 otherwise 

Since Og(tm) E 0 5(cri), Os<tm+n) E 0 8(crj), 0 5(tm) = 

0 5(tm+n), thus for Psk E Osftm), Msk = 0 , M'sk > 
0, M"sk > 0 , implying incorrectness, with cri = (t1, 

tz, .. ... 'tm) and crj = (tm+l• tm+2• ...... tm+n). 

Case-Bl: The rules have subsumed conditions but 
identical actions 

In SCPN representation, there should exist fo, t1 such 
that 

18(t0) c Ig(t1) , Og(t0) = Og(t1) . 

Choose M s.t. t 1, is minimallyenabled, then Msk 
I if Psk E l5(t1), 0 otherwise. 
Let ·M' = 8(M,t1) , thus 

M' = { 1 if Psk E {18(t1), Og(t1)} 

sk 
0 otherwise 

Since Ig('t0) c 18(t1) and t1 is enabled, to will be enabled 
as well. Let M" = o(M,t0), and for 0 5(t0) = 0 8(t1), 

{ 

I if Psk E {lg(to),Og(t1)} 

M"sk = 

0 otherwise 
Thus for Psk E Og(t1), Msk = 0 , M'sk > 0 , M"sk > 0, 
implying incorrectness, with cri = (t0) and crj = (t1) . 

Case-B2: The rules have identical conditions but 
subsumed actions 

In SCPN representation, there should exist t0, t1 such 
that 

18(t0) = Ig(t1) , Og(fo) c Og(t1) . 

Choose M s.t. to is minimally enabled, then Msk = 

if Psk E 18(to), 0 otherwise. 
Let M' = 8(M,t0), thus 

M' = { 1 if Psk E {Ig(fo),08(t0)} 

sk 
0 otherwise 

Since l 5(fo) = Ig(t1) and t0 is enabled, t1 will be 
enabled too. Let M" = o(M,t1) , 

{ 

I if Psk E {Ig(t0), 0 8(t1)} 

M"sk = 
0 otherwise 

Since Og(t0) c 0 8(t1), thus for Psk E 0 5(fo), Psk E 
Og(t1), Msk = 0 , M'sk > 0 , M"sk > 0 , implying 
incorrectness, with cri = (t0) and crj = (t1). 
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Case-B3: The mles have subsumed conditions and 
actions 

In SCPN representation, there should exist t0 , t 1 such 
that 

Is(t0) c l5(t1), 0 8(t0) C 0 5(t1) . 

Choose M s.t. t 1, is minimally enabled, then Msk 
I if Psk E l5(t1), 0 otherwise. 
Let M' = <i(M,t1) , thus 

{ 

1 if Psk E { Isft1 ),08(t1)} 

M'sk = 
0 otherwise 

Since l 5(t0) c l 5(t1) and t 1 is enabled, t0 will also 
be enabled. Let M" = <i(M,t0) , 

M" = { I if Psk E { l 5(t0),08(t0)} 

sk 
0 otherwise 

Since l5(t0) c Isft1) and 0 5(t0) c Osft1), thus for 
Psk E Os(to), Psk E Osfti), Msk = 0 ' M'sk > 0 ' 
M" sk > 0 , implying incorrectness, with cri = (t0) 

and crj = (tJ). 

Case-B4: Chained rules with subsumption 
This might involve a chained rule subsumed with a 
single rule or vice versa, or a chained rule subsumed 
with another chained rule. The incorrectness would 
create a number of situations for redundancy and 
subsumption as discussed in Cases A2 - B3. As a result, 
a similar approach that should combine the ideas for 
analysing individual situations could be used for 
proving the proposition. This is to verify the 
incorrectness possibly due to the chained inference in 
the knowledge base. 

Converse Case Proof: 

Given M which minimally enables a transition 
sequence cri, and 3 crj, 3 k, s.t. cri n crj = fO· M' = 
o(M,cr), M" = o(M,crj) with Msk = 0 , M sk > 0, 
M"sk > 0 , if cri and crj have the following cases: 

Considering that cri and crj are non-trivial transition 
sequences, i.e. cri if:. 0 and crj if:. 0 . 

Case-I : cri is composed (~la single transition t 1 
Since t 1 is minimally enabled, 

= { I if Psk E Is<t1) 
Msk 

0 otherwise 
and M' = o(M,t1), 

{ 

1 if Psk E {I5(t1 ),05(t1)} 

M'sk = 

0 otherwise 
Since there exists another sequence, crj, the following 
scenarios can happen. 

Scenario I: rr; is a single transition t2 
As crj is enabled by M, therefore l5(t2) ~ Is<t1 ). 

Let M" = o(M,t2), and since 3 k, s.t. Msk = 0, M'sk > 
0, M"sk > 0, therefore Oit1) n 0 8(t2) if:. 0 and 3 
Psk s.t. Psk E Osft1) and Psk E 0 5(t2). This indicates 
a pair of incorrect sequences cri = (t1) and crj = (lz), 
possibly having problems of redundancy or 
subsumption. 

Scenario 2: rr; is composed of transitions (im+ 1, tm+2, 

..... tm+J 
Since crj is enabled by M, therefore Isftm+l) ~ 

l 5(t1). Let M1 o(M,tm+l), 

{ 

1 if Psk E {ls(ti),Os(tm+l)} 
Ml = sk 

0 otherwise 
For tm+Z to be enabled, l 5(tm+z) ~ {15(t1),08(tm+l)}. 

M2- s: Ml · Let - u( ,tm+z), 

{ 

1 if Psk E {Is(ti),Os(tm+l),O/tm+2)} 
M2sk = 

0 otherwise 
Similarly for any tm+/ in crj, where l = I, 2, ..... n, 

{ 

1 if Psk E {Isft1),05(tm+I) .. 0/tm+l)} 
M'sk = 

0 otherwise 
Since 3 k, s.t. (t1) n crj = 0, M' = o(M,t1), M" = 

o(M,crj) with Msk = 0, M'sk > 0, M"sk > 0, therefore 3 
Psk, 3 l s.t. IsCtm+t) ~ I/t1), 0 5(tm+l) c 0 5(crj), 0 5(tm+l) 
n l 5(t1) =I= 0, and Psk E 0 5(tm+/) n l 5(t1). This 
indicates an incorrect pair of sequence cri = (t1) and 
chained sequence crj = (tm+I• tm+Z• ..... tm+n), possibly 
having problems of redundancy or subsumption. 

Case-2: cri is composed a_{ transitions (t1, t2, .. t,J 
Since cri is enabled by M, let M 1 = <i(M,t1), 

{ 

1 if Psk E { lg(t1),05(t1)} 
Mlsk = 

0 otherwise 
For t2 to be enabled, l 8(t2) ~ { Isft1),05(t1)}. Let M2 

<i(Ml ,tz). 

{ 

1 if Psk E {1/t1),05(t1),05(t2)} 
M2sk = 

0 otherwise 
Similarly for any t1 in cri, where l = I, 2, ..... m, 

{ 

1 if Psk E {15(t1),05(t1) .. 0 5(11)} 

M1sk = 

0 otherwise 
Since there exists another sequence, crj, the same 
scenarios can happen as follow. 

Scenario I: ~ is a single transition tm+ 1 

As crj is enabled by M, therefore l5(tm+l) ~ l5(t1). 

Let M" = o(M,tm+l), and since 3 k, s.t. Msk = 0, 
M'sk > 0 , M"sk > 0, therefore 3 I s.t. 0 5(t1) c 
Osfcrj), Osft1) n Og(tm+l) =I= 0 and 3 Psk s.t. Psk E 

0 5(t1) and Psk E Og(tm+l). This indicates an incorrect 
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pair of chained sequences cri = (t1, 12· ..... t01) and 
sequence crj = (tm+ 1), possibly having problems of 
redundancy or subsumption. 

Scenario 2: cri is composed (?{transitions (tm+I• tm+l• 
. ." ... tm+tj 

Since crj is enabled by M, therefore l5(tm+1) !:: 

l5(t1). Let M 1 = o(M,tm+1), 

{ 

I if Psk E {Is(t1),05(tm+ 1)} 
Misk = 

0 otherwise 
For tm+2 to be enabled, Ig(tm+z) !:: {I5(t1),05(tm+l)}. 
Let M2 = 6(M1 ,t

01
+2), 

{ 

I if Psk E {I5(t1),05(tm+1),0g{t01+2)} 
M2 -sk -

0 otherwise 
Similarly for any tm+u in crj, where u = I, 2, ..... n, 

{ 

I if Psk E lls(t1),0s(tm+l) .. Os(tm+u)} 
MUsk = 

0 otherwise 
Since 3 k, s.t. (crj) n crj = 0, M' = o(M,cri), M" 
= O(M,cri) with Msk = 0 , M'sk > 0 , M"sk > 0, 
therefore. 3 Psk, 3/, u, s.t. Ig(tm+1) !:: I5(t1), 0 5(t1) c 
Osfcri), 0 5(tm+u) c 0 5(crj), 0 5(9 n Ig(tm+u) ::F 0, 
and Psk E 0 5(t1) n l5(tm+u). This indicates a pair of 
incorrect chained sequences cri = (t1, tz, ..... tm) and 
crj = (tm+1, tm+2, ..... tm+n), possibly having problems of 
redundancy or subsumption. 

This completes the proof of the proposition. 
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Abstract 

Heuristic algorithms are usually employed to find an optimal solution to NP-Complete problems. Genetic algorithms are 
among such algorithms and they are search algorithms based on the mechanics of natural selection and genetics. Since 
genetic algorithms work with a set of candidate solutions, parallelisation based on the SIMD paradigm seems to be the 
natural way to obtain a speed up. In this approach, the population of strings is distributed among the processing elements. 
Each of the strings is then processed independently of the other. The performance gain for this approach comes from the 
parallel execution of the strings, and hence, it is heavily dependent on the population size. The approach is favoured for 
genetic algorithms' applications where the parameter set for a particular run is well-known in advance, and where such 
applications require a big population size to solve the problem. Distributed Memory Document Allocation Problem 
(DDAP) fits nicely into the above requirements. The aim of the parallelisation is twojold: the first one is to speedup the 
allocation process in DDAP which usually consists of thousands of documents and has to use a big population size, and 
second, it can be seen as an attempt to port the genetic algorithm's processes into SIMD machines. 

This paper describes a method to parallelise genetic algorithms based on SIMD approach, identify the performance 
gain, and discuss problems associated with the method. Localisation, by means of community, is introduced to partition 
the load of global task, ie. task involving all (more than one) string. It seems then the community size becomes a 
performance issue. By altering the community size, one can achieve speedier process in favour of end result quality and 
vice-versa. Hence, finding the right community size that gives fastest good quality result is essential for such algorithm to 
be useful. In this paper we will discuss a dynamically adjusting community size as an attempt to ease the burden of finding 
optimal community size. 

1. Introduction 

Genetic algorithms are usually used to solve NP-hard 
problems [2, 7]. The total intractability of the problem 
using conventional methods, as well as the faster solutions 
make genetic algorithms the preferable choice. Moreover, 
for the type of problem in which a priori knowledge about 
the problem is impossible to get, genetic algorithms 
outperform any other method. 

Unlike conventional methods, genetic algorithms 
require the parameter set of a problem to be coded as a 
finite-length string over some alphabet. The goodness of 
the pattern in the string is then used to find a solution to 
the problem. Therefore, instead of tuning the code itself, 
genetic algorithms exploit coding similarities to get to the 
optimal solution. 

One problem while searching for an optimal solution in 
NP-hard problems is that, instead of hitting the global 

·*Corresponding author. E-mail: desra@cs.monash.edu.au 

optima, one may end-up in a local optimum. Genetic 
algorithms, on the other hand, work with a set of candidate 
solutions in parallel. Therefore, the chance of all points 
hitting a local optimum is very minimal. Genetic 
algorithms usually manipulate a population of strings, and 
subsequently generate another population of strings built 
from bits and pieces of the previous populations. This 
results in a more comprehensive search space than with 
other methods, with less effort. Consequently, this 
approach creates a robust search algorithm. 

Most ofthe massively parallel processor machines [11] 
currently available until now fall into the SIMD (Single 
Instruction Multiple Data) class. These machines consist of 
tho·usands of processors executing the same set of 
instructions. Each of the processors usually contains a 
different set of data, so in one execution cycle, the 
machine can produce multiple results. This type of 
machine architecture is useful for array manipulation 
problems. 
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Since genetic algorithms manipulate a population of 
strings,· implementing these algorithms on the SIMD 
machine is desirable. Most of the operations performed on 
one string are independent of · other strings in the 
population. Therefore, distributing the strings over the 
processors, and manipulating them individually on 
different processors is the natural way to parallelise 
genetic algorithms. Only a small amount of processing 
such as calculating the relative fitness value of the strings 
has to be performed centrally, but most of the processing 
can be done locally on separate processors. 

The ideal parallel algorithm has to exhibit two keys 
features: ( 1) linear speedup: Twice as much hardware can 
perform the task in half the elapsed time, and (2) linear 
scale up: Twice as much hardware can process twice as 
large a problem in the same elapsed time [13]. In this 
paper, we propose a parallel genetic algorithm for SIMD 
machines that has these desirable features. These features 
can only be obtained if all the processes are performed 
locally, ie. no computation is performed centrally, and no 
data has to be transmitted from one processor to the other. 
A strategy has to be developed to minimise the wasted 
time in parallelising genetic algorithms. The next section is 
devoted to the discussion of various parallel paradigms and 
continues with an insight into what has been done in 
parallelising GAs. Section four proposes a new parallel 
genetic algorithm. The discussion will also point out the 
speedup obtained by this approach. In section five, we 
implement the parallel algorithm using the distributed 
memory document allocation problem (DDAP) as an 
example, and then discuss the performance gains. It will be 
then realised that the community size take a major part in 
the performance obtained. Here, we take a different 
approach in manipulating the community size. Instead of 
searching an optimal community size suited for one 
particular case, and keep the community size static 
throughout the execution of parallel genetic algorithm, we 
dynamically alter the size of the community throughout the 
execution. We will then conclude by emphasising 
important contributions made. 

2. Parallel Paradigms 

Flynn in [4] defined four computer organisations: SISD, 
SIMD, MISD, and MIMD. Of the four, MISD has not 
received much attention, while SISD is only a sequential 
computer. So we are left with two parallel computer 
organisations: SIMD, and MIMD organisation. 
Accordingly, parallel algorithms can be classified into two 
classes: (1) SIMD class, and (2) MIMD class. In the SIMD 
class of algorithm, the instructions are executed serially, 
but instructions that operate on local data are executed 
simultaneously on each processor. Basically, each 
processor only serves as storage for different data that will 
be executed by an application in parallel. Therefore, an 
application that employs a homogeneous computation over 
a large set of data, such as array or matrix computation, 
benefits from this arrangement [3]. 

The SIMD approach has limitations that arise from the 
fact that every processor on it is acting in unison on a 
single instruction, but on different data points. Therefore, 
applications to be parallelised have to execute over a large 
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amount of data, such as in array computations. Also, some 
statistical-based applications require multiple executions of 
the applications to sufficiently gather data for further 
analysis. Assigning each of these executions to a different 
processor and running them with different parameters can 
eliminate the need to run them sequentially. These types of 
applications are among the most suitable applications to be 
implemented in the SIMD style. 

3. Literature Review 

Currently, there is plenty of literature reporting the effort 
in parallelising genetic algorithms [1, 6, 8, 9, 10]. Most of 
these efforts use the MIMD approach, with the exception 
ofHermann and Reczko's work. 

The work of parallelising GAs was pioneered by 
Grefenstette in his paper [8], in which he outlined four 
models of parallel genetic algorithms: 

_.. Synchronous master-slave: a single master GA 
process coordinates k slave processes. The master 
process controls selection, mating, and the 
performance of genetic operators, while the slaves 
simply perform the function evaluations. Figure 1 
illustrates this approach. 

rr Semisynchronous master-slave: Relaxes the 
requirement for synchronous operation by 
inserting and selecting members on the fly as 
slaves complete their work. 

_.. Distributed, asynchronous concurrent: k identical 
processors perform both genetic operations and 
function evaluations independently of one 
another, accessing a common shared memory. 
Because of the shared memory assumption, each 
processor has to work on a non-overlapping 
subset of the population. Figure 2 illustrates this 
approach. 

rr Network: In this approach, k independent simple 
GAs run with independent memories, 
independent GA . operations on independent 
processors. The k processes work as normal GAs, 
with the exception that the best individuals 
discovered in a generation is broadcasted to the 
other subpopulation over a communication 
network. Hence, the link bandwidth is reduced as 
compared to other approaches. Also, the 
reliability is very high because of the autonomy 
of the independent processes. 

Bianchini and Brown in [1] reported their effort in 
implementing a parallel genetic algorithm on a MIMD, 
transputer-based system. In this paper Bianchini and 
Brown realised that implementing a parallel GA with the 
network approach suffers from a senous drawback of the 
system having to divide the available population into 
smaller subpopulations to be processed by independent 
GAs. Because each GA works on a smaller population, the 
result can be expected to be of a poorer quality. Although 
this drawback, to a certain extent, can be avoided by 
exchanging the best individuals between subpopulations, it 
will certainly trigger excessive communication traffic. 
They studied several GA implementation alternatives for 
distributed-memory computers: 
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,.. Centralised: as in Grefenstette's synchronous 
master-slave approach. They proposed several 
measures to improve the performance. 

,.. Semi-distributed: several master-slave 
implementations working on non-overlapping 
clusters of processors, and at some desired 
frequency, the best individuals will be exchanged 
between the clusters of processors. 

,.. Distributed 
,.. Totally distributed: A variant of the distributed 

approach in which the communication only takes 
place during the initialisation and termination 
phase. 

GA 
Master 

Figure 1: Synchronous master-slaves GA model. 

Figure 2: Distributed, asynchronous concurrent GA model. 

Figure 3: Network GA model. 

Bianchini and Brown concluded that implementations 
with some level of centralisation tended to find solutions in 
fewer generations than distributed implementations. In 
terms of execution time, the centralised and semi-
distributed implementation had performance comparable to 
the other implementations on large numbers of processors. 
The former don't scale as well as the latter ones, however. 

All the current efforts in parallelising genetic 
algorithms are specifically aimed at MIMD computers, and 
only the work of Herrmann and Reczko [9] is designed for 
an SIMD machine. In their implementation, a processing 
element of the parallel computer (in this case MASP AR 
MPl containing 16384 processing elements) is responsible 
for performing the function evaluation of one individual. 
The rest of the process is done centrally in the system's 
front-end computerl. Since this approach works on a 
single population, and hence is centralised, this approach is 
more appealing then Grefenstette's network-based 
implementations. Although this attempt clearly induces a 
huge amount of communication traffic, the authors claim 
that the attempt achieved 430 times the speedup in 
comparison with the execution performance of GA on 
SUN SPARCSTATION ELC. A vast amount of 
communication traffic is required, however, to distribute 
all individuals into the processing nodes and then collect 
the evaluated fitness value back to the front-end in every 
iteration. 

4. Parallel Genetic Algorithms: a 
SIMD Approach 

Recall the fact observed by Bianchini and Brown [1] that 
parallel genetic algorithms that have some level of 
centralisation perform better than their rivals. Also from 
the fact that each individual in the population performs 
identical processes, it is possible to reason that the SIMD 
machine is more appropriate to the parallelising of genetic 
algorithms. By assigning each individual to a SIMD 
processor, as in Herrmann and Reczko's work, and 
modifying the other GA operations to minimise the 
amount of communication, we can obtain a centralised 
efficient parallel genetic algorithm. 

We are now ready to define a new parallel 
implementation of genetic algorithms. This approach 
assigns each individual to a different processor, and 
performs the whole genetic process simultaneously. A 
simple genetic algorithm consists of three operators that 
manipulate the population of strings: (1) Reproduction, (2) 
Crossover, and (3) Mutation, which continuously 
manipulate the population of strings until termination 
conditions are satisfied. Before these manipulation stages 
are performed, an initialisation process such as setting-up 
the initial strings on each processor has to be performed. 
Also, a process to evaluate the fitness of individuals is also 
needed during the manipulation stage. Therefore, to 
parallelise the Genetic Algorithms we have to discuss the 
parallelism of the five tasks mentioned above. 

Initialisation phase 

This phase begins with generating a random string on each 
processor. The characteristics of the string such as its 
length, the set of alphabets used, and other limitations are 
specified by the problem. The number of processors used 

1MASPAR-MP1 consists of a front-end system and back-end 
system. The back-end system is the parallel part where all the 
processing elements reside, the front-end is just a workstation. 
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represents the population size, p. An algorithm that 
describes the above process can be represented as: 

Initialisation 
begin 

Initialise parameters needed by the problem, ie. 
variables of the fitness function 
for each processor 

call permute(string) 
end Initialisation 

The only possible bottleneck of this phase is the I/0 
process that might be performed when initialising the 
parameters. Otherwise, the speedup obtained from this 
phase is proportional to the population size (number of 
processors). 

Calculation of the objective function value 

This phase involves calculating the fitness locally, ie. in 
parallel. The function used to calculate the fitness value is 
provided as part of the problem. Because the whole phase 
is performed locally, the speedup obtained from this phase 
is equal to the population size. 

Reproduction phase 

We propose a new reproduction process. The scheme used 
is based on Goldberg's simple genetic algorithm's 
reproduction phase, which consists of collecting fitness 
values, ranking them, and choosing strings for the new 
population based on their fitness. A modification to this 
scheme is needed since it is very sequentially oriented. 

Firstly, we can cluster the parallel processors into 
groups of neighbouring processors. The cluster of 
processors containing strings is then called a community. 
The reproduction phase is performed locally on the 
clusters. The shape and size of the community can be 
dynamically configured according to the characteristics of 
the parallel computer. For instance, if the parallel genetic 
algorithm is implemented on Maspar-MP1 family of 
parallel computers, the shape of the community will be as 
shown in Figure 4. In this implementation, each 
community consists of nine processors with the processor 
at the centre acting as the community leader. 

Figure 4 illustrates a community of processors that are 
residing in a 2-D world (sometimes this is referred to as an 
x x y mesh topology). The size of the community, n, is 
equal to the number of processors, which in Figure 4 it is 
nine. The shape of the community may vary depending on 
the parallel architecture employed. 

A community 

Figure 4: A community as implemented on Maspar-MP1 
family. 
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The size of a community can be varied. As community 
size is reduced, the communication overhead is lowered 
correspondingly. While increasing the community size to 
the extreme, ie. community size is equal to the population 
size, means that we arrive back to the original simple 
genetic algorithms as in Goldberg's book. 

The role of the leader is to collect fitness values from 
all community members, rank them, and generate from this 
a new population, as well as performing as an ordinary 
member. in its own right. This process can be represented 
in the form of an algorithm: 

Reproduce 
begin 

calculate the fitness using the method discussed 
under the previous heading 
for each community leader 

collect fitness value from members 
rankthem . 
generate a new population 

end ReprOduce 

This phase incurs processing and communication costs as 
follows. Firstly, each processor has to calculate the fitness 
function, and send it to the community leader. For a 
community of size nine, as in Figure 4, this process 
requires eight transmissions. Secondly, the process 
creating a new population involves transmitting strings 
from one processor to another. This transmission is needed 
to simulate the process of duplicating strings in a 
sequential genetic algorithm. 

Consider a community with the following population: 

Processor# Contents 
1 string 1 
2 string 2 
3 string 3 
4 string 4 
5 string 5 
6 string 6 
7 string 7 
8 string 8 

leader string 9 

After an arbitrary reproduction phase, the next population 
being decided by the leader as consisting of strings: 1, 5, 7, 
2, 9, 4, 7, 2, 3. This means that strings 6 and 8 are not 
selected for inclusion in the new population, and strings 2 
and 7 produce two offspring each. The new population will 
look like this: 

Processor# Contents 
1 stririg 1 
2 string 2 
3 string3 
4 string 4 
5 string_ 5 
6 string 2 
7 strin~7 

8 string 7 
leader string_ 9 
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Since new populations are created from selected old 
strings, then string transfers are only performed when one 
string is being selected more than once. In the above 
example, the reproduction needs two string transfers: the 
first one is to transmit a string from processor 2 to 
processor 6, and the second is to transmit a string from 
processor 7 to processor 8. By this arrangement, at most 
we have to propagate one string to 8 processors (in the 
extreme case where we pick one string 9 times, this only 
happens when one string has a remarkable fitness value 
compared to the other strings), and in the best case we do 
no string transfer at all (when all old strings are chosen). 

For processors residing in a 2-D world, the whole 
process requires: 

reproduction delay= polling delay+ distribution delay 
polling delay = n - 1 x communication time x distance 
distribution delay= i x string length 

xcommunication time x distance 
where: 0 s; i s; n- 1, n = community size 

Crossover phase 

Crossover is done by randomly selecting pairs of strings 
from the population. If the size of the population is odd, 
then ignore the unpaired permutation. For each pair of 
strings, select the crossing site, and perform position-wise 
exchange of symbols appearing in the crossing site of the 
first string with the symbols appearing in the crossing site 
of the second string. 

In this paper we re-arrange this process so it can 
maximise the degree of parallelism. Under this 
arrangement, mating is only done between a pair of strings 
that are in one direction. Hence, on the 2-D world, this 
translates to eight mating possibilities, as depicted in 
Figure 4. The decision to pick one out of several possible 
directions is done centrally, and strings are then 
interchanged between processors simultaneously. Strings 
that are adjacent to each other are usually used to minimise 
the distance of string transfers incurred. An algorithm that 
represents the above process: 

Crossover 
begin 

pick the direction randomly 
for each alternate processor (first processor of the 
pair) 

select the crossing site call it Start and End 
send String[Start..End], as well as Start and 
End to the direction defined above 

end parallel for 
for each alternate processor (second processor) 

send String[Start .. End]to the reverse direction 
defined above 

end parallel for 
for each pair of processors 

Child:= String[l..Start-1] +Received 
String[Start..End] + String[End+l..] 

end parallel for 
make the new population (children) the current 

end Crossover 

The process to form a new string of this phase involves 
transmission of data from one processor to the other. 
Assuming that the communication process can be 
performed in parallel, then the elapsed time for this phase 
is proportional to the propagation time of j-bytes of data 

between two adjacent processors, where j is the maximum 
bytes to be transmitted. The speedup is proportional to the 
population size. 

Mutation phase 

The mutation phase is performed occasionally with a 
probability of a, where a lies in the range [0 .. 1]. During 
this phase a random position in a string is altered. The 
algorithm suited for the process is: 

Mutate 
begin 

for each processor 
generate random number to decide whether 
to do this phase or not 
if it is to be performed 

select a position in the string to be altered 
J?erform the alteration 

end if 
end parallel for 

end Mutate 

Since the whole process of this phase is performed locally, 
the speedup incurred from this phase is proportional to the 
population size. 

The overall speedup obtained from the approach is the 
sum of all time spent in each phase. In addition, the 
termination conditions used in the sequential version of 
genetic algorithms can be applied for the parallel version 
with a minor change in the implementation. The change is 
needed to speedup the task. 

Recall that the GA is terminated whenever one of these 
conditions is satisfied: (1) if all strings are identical, or (2) 
if the number of iterations exceeds some upper limit. The 
latter can be implemented in a straightforward manner. 
The former condition needs some modification, otherwise 
the process will become a bottleneck. Comparing strings 
from one processor to another to check whether they are 
identical is a sequential process, hence modification is 
needed to make the process parallelisable. In our approach, 
instead of performing the comparison globally, the process 
is done locally in each community. This process requires 
o(log2 community size) string transfers, ie. for a 
community consisting of nine processors residing in 2-D 
world the number of transfers required is four. Figure 5 
illustrates the process of comparing strings of a community 
in a step-by-step way. In the illustration (using a 
community of size 9), the process is started by comparing 
values in the right-most processor of a community with the 
centre ones. The result will be stored in the centre 
processors. Then the process continues with comparing 
values in the left-most processors with the result of the 
previous comparison (ie. values in the centre processors), 
and store the result in the centre processors. Now we have 
all the results of column comparison in the centre 
processors. Doing comparisons on the centre processors, 
ie. the top centre processor with the middle centre one, 
putting the result in the middle centre, and then the bottom 
centre with the middle centre will make available the 
comparison result in the middle centre processor in 
o(log2 community size) steps. Since this process can be 
performed by every community simultaneously, the total 
cost of these processes is o(log2 community size). 
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Figure 5: Comparing the strings. 

If all communities report homogenous members, then 
a string of communities is compared to their neighbouring 
communities. But this additional process is performed very 
infrequently, probably only once for the whole execution 
time. Therefore this cost can be neglected from the total 
cost. 

Now we can calculate the speedup obtained from the 
parallelisation of the genetic algorithm. As our reference, a 
sequential genetic algorithm requires the following time to 
accomplish the task: 

{

Fitness Calculation +I 
Reproduction + 

time = Initialisation + l · Cross~ver + 
Mutatwn+ 
Homogeneity check 

where l is the number of iterations. Recall from previous 
discussions, the parallel genetic algorithm requires the 
following time to finish the execution: 

· 1 1 · · 1· · 1 tzme = - · mtza zsatwn + · 
m 

where m is the population size 

_.!_·Fitness Calc.+ 
m 
((n- 1) · int transfers+ 

i ·string transfers)+ 
2 · j · bytes transfers + 
1 u . - · mutatiOn + 
m 
o(log2 n) 

n is the size of community and m > n > 1 
i is the number of string transfers, and 
j is the max bytes transmitted. 

time= o(l· n) 

From the equation given above, it is easy to see that the 
parallelisation can achieve a linear speedup within a 
constant. 

5. Performance Evaluation 

The above approach is implemented on DECmpp 12000, a 
MASPAR-MPl family parallel computer. For this type of 
computer, the processors are arranged in a 2-D grid. Each 
processor is linked to its immediate 8 neighbours via xnet, 
as well as being interconnected to other processors via the 
global router [3]. Hence, in the reproduction phase, a 
community with a shape resembling that illustrated in 
Figure 4 is used. Xnet is used as a means of transporting 
fitness values from the community members to their 
respective leaders. In addition, xnet is also used to transfer 
the crossing-sites during the crossover phase. 

The parallel GA here is used to allocate documents of 
some information retrieval system into a distributed~ 
memory system (Distributed-Memory Document 

Australian Journal of Intelligent Information Processing Systems 

41 

Allocation Problem - DDAP) [5]. The information 
retrieval system clusters the document collection according 
to some method [12], such that there is a probability that 
the · documents belonging to one cluster win be accessed 
simultaneously by one . query. Certainly, documents 
belonging to the same cluster are closely related. This 
relation can be defined over the topics, their subjects, or 
any other predefined relationship. 

Formally, the DDAP can be defined as follows [5]: 

Let : Xj, 0 $ i $ n-1, be a node in the distributed 
system, 
Di, 0 $ i $ d-1, be a document in the information 
retrieval system, 
Cj, 0$ i $ c-1, be a cluster of the documents; 
Aij· 0 $ i $ c-1, 0 $ j $ n-1, be the number of 
documents of cluster q allocated to Xj; 
T(C i) be the processing cost of a query related to 
cluster i, and 
F(p, c) be the total cost of processing queries 
related to all clusters which cover the processing 
cost, p, and communication cost, c; 

The problem is to find Aij, 0 $ i $ c-1, 0 $ j $ n-1, such 
that F(p, c) is minimised. 

A special clustering scheme in a form of (D, C, x, y) is 
used where: 

,.. D is the number of documents, 
• C is the number of cluster, and 
• x percentage of cluster contain y percentage of 

documents 

Four different network topologies were used to test the 
performance of the algorithm: 8-node and 16-nodes 
hypercube architectures, a lx4 mesh configuration, and a 
slightly modified lx4 mesh configuration (see Fig. 6). 

16 node Hypercube 
8 node Hypercube 

• • • • • 
I x4Mesh modified I x 4 Mesh 

Figure 6: Various network topologies used in the 
experiment 

Results obtained from this implementation were stated 
in a form of (a + b [3), where a and b correspond to the 
elements of the objective functions: the communication 
cost, and the processing cost. While the constant f3 
represents the relative speed of the communication process 
in the system over the processing speed. The experiments 
were performed on two sets of documents which both 
consist of 64 documents clustered into 8 groups. The frrst 
set, denoted by (64, 8, x, x ), is obtained by uniformly 
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distribute documents among available clusters, ie. each 
cluster contains 8 documents. The second set, denoted by 
(64, 8, 25, 50) was created by putting 50% of documents 
into the first 25 % clusters, ie. the first two clusters contain 
16 documents each, while the rest of the documents are 
distributed uniformly among the rest of the clusters. Table 
1 presents results of applying the GA in various network 
topologies used in experiments, where each was tested on 
the two sets of documents. 

(64, 8, x x) (64, 8, 25, 50) 
16-node Hypercube 8 +27 6 10+29 6 
8-node Hypercube 12 + 28 ~ u +29 a 

1 x 4 Mesh 16 + 48 6 30+ 36 B 
1 x 4 Modified Mesh 16+ 32 ~ 21+ 33 a 

Table 1: The minimal cost of allocating documents on 
various topologies 

Tables 2 and 3 represent results of executing the GA 
for DDAP on an IBM RS 6000 computer. The tables 
illustrate the elapsed time of the GA and the average 
number of iterations required to find an allocation for two 
sample topologies. The number of iterations represents the 
average number of iterations needed to terminate the 
execution of the algorithm. The algorithm was terminated 
when one of the conditions below was satisfied: 

1. Number of iterations exceeds 50,000 
2. All strings in the population are identical. 

population size 
30 50 

__!-,node Hypercube 1:02.03 13:38.36 
1 x 4 Modified Mesh 1:02.13 21:03.46 

Table 2: Elapsed time for (64, 8, x, x) documents and 
mutation probability equal to 0.001 

population size 
30 50 

8-node Hxoercube 491 3973 
1 x 4 Modified Mesh 510 5681 

Table 3: Number of iterations required for (64, 8, x, x) 
documents and mutation probability equal to 0.001 

The document set used to test the parallel genetic 
algorithm for DDAP is the (64, 8, x, x) document set 
scheme. The algorithm is used to allocate these documents 
on to 8-nodes hypercube and to the modified mesh 
topologies. Here, two population sizes are used: (1) 
population size of 50; (2) population size of 30. The 
mutation probability in these experiments is kept constant. 
Although the mutation probability is known to play role in 
determining the solution quality and affect the number of 
iterations, we focus our attention onto varying the 
population size. 

Tables 4 and 5 contain results obtained from executing 
the parallel genetic algorithm for DDAP. Note that 
population sizes in the parallel genetic algorithm are 
slightly bigger than the sequential ones. The sizes are the 
exact multiplication of 9, the community size. It can be 
seen by comparing these tables with the previous tables 
that the parallel genetic algorithm obtains a linear speedup 
over the ordinary genetic algorithm. However, as one 
might expect, the number of iterations required to 
complete the same task is slightly higher on the parallel 
genetic algorithms. This corn~ as the result of the 
localisation manifested by the community. As discussed 
previously, compared to the sequential version, any 
breakthrough achieved by individuals in the parallel 
genetic algorithm cannot be propagated as fast. Instead this 
effect will be shared among the community members, 
which in the next turn pass this to the adjacent community, 
and so on. A further study on the behaviour of the genetic 
algorithm regarding the localisation is needed. In addition, 
when a close observation is taken, the time required by the 
parallel genetic algorithm to complete the task is directly 
influenced by the number of iterations performed. This 
desirable feature of the parallel genetic algorithm enables 
us to use very big population sizes without having to worry 
about the overhead resulting from using bigger population 
size. 

population size 
36 54 

8-node Hypercube 00:03.49 00:19.65 
1 x 4 Modified Mesh 00:03.51 00:26.06 

Table 4: Elapsed time for (64, 8, x, x) documents and 
mutation probability equal to 0.001 on Parallel Genetic 

Algorithms 

population size 
36 54 

8-node Hypercu9e 525 4398 ···-·'-
1 x 4 Modified Mesh 538 6252 

Table 5: Number of iterations for (64, 8, x, x) documents 
and mutation probability equal to 0.001 on Parallel 

Genetic Algorithms 

6. Adaptively Adjusting Community 
Size 

As previously mentioned that community size takes a role 
in determining the performance gain of a parallel genetic 
algorithm, it becomes necessary to find its optimal size to 
obtain maximum benefit from the parallelisation. Finding 
an optimal community size is a trial and error process, 
performed on representative cases to the problem we 
actually want to compute. This means that a completely 
new problem cannot be carried out in the most optimal 
way. Therefore, using a static "optimal" community size 
for a parallel genetic algorithm fall short in t·.vo accounts: 
inefficiency, because finding an optimal community size 
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means executing sufficient sample problems and taking 
statistics, and this requires times and resources; the 
inability to work optimally on a completely new problem, 
this comes as a consequence of having to sample the 
problem prior to the actual execution. 

Genetic algorithms base their search of the optimality 
on string/individual manipulations. One such manipulation 
is the reproduction, where a new generation of individuals 
is generated to replace the ageing current generation. This 
process selects individuals from the current generation to 
make up the new one. The selection process is done in a 
way such that better individuals have a better chance of 
being selected for the next generation. In a way, genetic 
algorithms have an embedded adaptive process into their 
normal operators. 

Reproduction in the proposed parallel genetic 
algorithm is a community-wise operator. A community can 
be perceived as an attempt to parallelise a reproduction 
task, where it requires all strings to be examined. Changing 
the size of community size can then be seen as an attempt 
to fine-tune the granularity of parallelism. As it is 
understood that different granularity will behave 
differently in a parallel environment and they are aimed at 
different situation, we propose to use information about the 
community and its surroundings in order to decide about 
its size. This information will shrink or expand the 
community according to the trend recorded. 

If a community becomes homogeneous, the amount of 
information it contains is very minimal. Within the 
community itself, from reproduction point of view, nothing 
else can be achieved. The changes are expected to come 
from other operators. Mutation can randomly introduce a 
new variant of individual with a low probability. This 
variant is not guaranteed to be an improvement over the 
existing population either. Changes from crossover 
operator occur through interchanging features between 
individuals across the community border. At the later part 
of execution, the crossover phase usually takes place 
between two reasonably fit individuals, which most likely 
to introduce a better individual to the community. During 
this stage most of the community members are 
homogeneous, however. If other communities surrounding 
one particular homogeneous community are also 
homogenous, the improvement gained from crossover 
operator becomes minimal, if any. It is then interesting to 
see that expanding the community to include the 
surrounding nodes, or even merging these neighbouring 
communities into one bigger community can change the 
situation. With the community become bigger and, most 
likely, the surroundings are not of identical individuals, 
new information through the process of crossover can be 
introduced to this new community. These changes will be 
propagated to the rest of community member in the next 
cycle, which in turn, can be used to improve the 
community member fitness. 

As the expansion of a community means adding more 
nodes that are not directly adjacent to the leader, the 
communication cost is increased accordingly. For each 
new ring of nodes added to the community, data 
transmissions require an extra hop to complete the journey 
to the leader. For instance, an increase of community size 
from nine, or a 3x3 mesh (as in Figure 1), to 16, or a 4x4 
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mesh (by adding an extra ring of nodes) means that the 
outer ring requires two hops to get to the leader, as 
opposed to one hop as in a 3x3 mesh. This implies that at 
least twice the communication cost of a 3x3 mesh is 
required to accomplish the reproduction phase. It is not 
expected, however, that the inclusion of extra nodes will 
incur that extra cost. Homogeneous community usually 
consists of reasonably fit individuals. Any inclusion of 
new features through the crossover operator will not likely 
to change the whole community drastically. So, it is 
expected that the introduction of new variants in an 
oversized community will not induce a massive 
communication traffic, rather it will hold the amount of 
communication traffic as in the smaller community. 

When sufficient new variants are contained in an 
oversized community, the community becomes so diverse 
and consequently the amount of communication traffic 
arises as the community changes drastically. At this stage, 
shrinking the community becomes a worthy option. 

The above two processes are repeated whenever the 
homogeneity condition in a particular community is 
satisfied. By doing these processes repeatedly it is 
guaranteed that the community size for each community is 
kept optimal throughout the execution. Expanding the 
community will boost the performance of the parallel 
genetic algorithm in finding the end result. This is done 
whenever the community and its surrounding become 
homogeneous, where the amount of communication traffic 
is not expected to explode. And whenever the community 
becomes dissimilar again, which also means that the 
amount of communication grows out of hand, shrinking 
the community is performed. These will obviously 
maximise the performance of the parallel genetic 
algorithm. 

7. Conclusion 

In this paper we have discussed a method to parallelise 
genetic algorithms. The method follows the SIMD parallel 
programming paradigm. Sufficient background is given, as 
well as discussion about previous efforts in parallelising 
genetic algorithms, before we commit ourselves to 
parallelise genetic algorithms using an SIMD style. 
Genetic algorithms work on a population of strings and 
each string in the population undergoes identical processes 
in every iteration. Hence, executing these identical 
processes simultaneously on the whole population can be 
regarded as the natural way to parallelise genetic 
algorithms. 

Furthermore, Bianchini and Brown [1] pointed out that 
implementations with some level of centralisation of the 
population tend to find solutions in fewer generations than 
distributed implementations. MIMD approaches usually 
divide the population into several subpopulations, and 
employ independent genetic algorithms to work on the 
subpopulations. Clearly, MIMD approaches restrict genetic 
algorithms from using sufficient information to solve the 
problem. Of course, we can increase the size of 
subpopulations in this approach, but such a parallelisation 
is then worthless since there is no performance gain 
achieved from the effort. 
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As in any other parallel-based applications, the parallel 
genetic algorithm has to satisfy these objectives: (1) to 
maximise the amount of parallelism, and, (2) to minimise 
the amount of communication traffic. Consequently, some 
genetic operations have to be modified. A detailed 
discussion of the parallel genetic algorithm's operations, 
highlighting the changes made to the original GA, as well 
as the expected performance is given. Finally, the parallel 
genetic algorithm is used to find an optimal document 
allocation. Some performance measurements are taken and 
are compared to the respective sequential performance. It 
also has been shown that such a parallelisation 
demonstrates a linear speedup. 
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Abstract 
This paper presents a comparative study of performance of different wavelet bases in subjective 
coding of images. For equal total length of the analysis (decomposition) and synthesis (reconstruc-
tion} filters, biorthonormal wavelets perform much better than the orthonormal (i.e. asymmetrical) 
wavelets. Since the human visual system (HVS) de-emphasis the high frequency image components·, 
the subjective coding scheme tends to smooth out any roughness in the analysis wavelet. The shorter 
and hence less smooth wavelet of a biorthonormal pair should always be employed on the analysis 
side of the image coding scheme. 

1 Introduction 
Visual signals require both a large communication 
bandwidth to transmit and a large computer memory 
to store. To save cost in handling visual signals it is im-
portant that their bandwidth be compressed as much 
as possible. 
Current image coding techniques involve the transmis-
sion of the image into the more efficient, less redundant 
spatial frequency space. The Discrete Cosine Trans-
form (DCT) has become an international standard for 
low bitrate video coding [1]. Data or bandwidth com-
pression is achieved mainly by (i) discarding weak fre-
quency components whose amplitudes are below a cer-
tain visible threshold and (ii) by quantising the remain-
ing non-zero coefficients with as few bits as possible. 
Psychovisual image compression techniques involve the 
discarding of information that the human eye is un-
likely to see or to perceive. The aim here is to find 
an image compression algorithm which is optimised to 
match the human visual system (HVS). The technique 
will be adaptively tuned to the local characteristics of 
the image, such as the image activity or business and 
the luminance or brightness. In this paper we use the 
wavelet transform instead of the standard DCT for the 
following reasons : 

• Wavelet multiresolution decomposition is similar 
to the psychophysical and psychological models of 
HVS [2] [3]. The DCT is not a multiresolution 
transform, and is thus not well matched to human 
perception, and 

• Wavelet bases '1/Jjk possess excellent localisation 
properties in both spatial (through index k) and 
frequency domain (j) , and as a result most trans-
form coefficients are practically zero. It can there-
fore be expected to achieve a higher compression 
ratio than the DCT. By contrast the DCT actu-
ally destroys (blurs) edges and discontinuities in 
an image. 

Wavelets are characterised by a number of param-
eters, often mutually exclusive. These are spatial 
compactness, orthonormality, regularity or smoothness 
and symmetry or anti-symmetry. Symmetry or anti-
symmetry is not possible for real compactly supported 
orthonormal wavelets except for the Haar basis [4]. 
However, biorthonormal wavelet bases, can be symmet-
rical or anti-symmetrical in which analysis and synthe-
sis filters are different. They can also be designed to be 
compactly supported. 
In many applications, symmetry and compactness are 
the two most desirable features· of wavelets. In image 
coding, quantization errors are most prominent around 
edges in the images. These errors can be discerned by 
asymmetrical filters. Asymmetrical filters, therefore, 
require finer quantization, resulting in less image com-
pression. Symmetrical filters produce smaller border 
effects. The use of smooth wavelets may minimise the 
quantization errors in images. Smooth wavelets can 
be realized by using long filter coefficients. ·In image 
coding, however, short filters are desirable in order to 
keep down the computation time. These requirements 
preclude many other desirable properties and narrows 
down the choice of wavelets. 
This paper compares the performance of different 
wavelet bases in psychovisual image compression, us-
ing Mallat's algorithm. The paper also highlights the 
effect the frequency sensitivity of the HVS has on the 
choice of the wavelet basis for the analysis ( decomposi-
tion) side of the image coding scheme. 

2 Background theory of Wavelet 
Transform 

Wavelet transform is defined as 

1 J (X- b) Wf(x) = fo f(x)'ljJ -a-) dx (1) 
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This transform can be seen as a mathematical micro-
scope whose position zooms on the location b with a 
magnification ~ and whose optical characteristic is de-
scribed by the mother wavelet 'lj;(x). 
In most digital signal processing applications, we are 
only interested in the discrete dyadic wavelet transform 
in which scale and spatial translations vary as a power 
of 2. This dyadic transform is well matched to mul-
tiresolution analysis and fast computation. 

2.1 Orthonormal wavelet basis 
It has been shown that the dilations and translation [4] 
[5] 

(2) 

of a mother wavelet 'lj;(x) can be used as an orthonor-
mal basis for multiresolution decomposition signals into 
octave subbands (by means of dilation) with an excel-
lent spatial location property (by means of translation). 
The translation index k is obviously measured in terms 
of the wavelet's support width. A signal f(x) is ap-
proximated at an octave scale 2j by its smoother ver-
sion which is obtained by filtering j(x) with lowpass 
<Pi. The difference between two successive smooth ap-
proximations at scale 2i-1 and 2j gives the detail signal 
at the scale 2i. 
In multiresolution analysis, one also defines the dila-
tions and translations of a scaling function <P(x) as 

Similarly, for fixed j, l/ljk form an orthonormal basis 
for lowpass space at scale 2i. A multiresolution anal-
ysis divides the L 2 (R) space into a series of successive 
approximation (lowpass) space Vj and their orthonor-
mal band pass complement spaces Wj [5], ie, 

· · · c V2 c V1 c Vo c V-1 c V-2 · · · 
VJ-1 = Vj ffi Wj, "V;· ..l Wj, and L 2 (R) = ffijWj 

Hence, if the wavelets 'lj;jk(x) span the space Wj and 
lowpass function l/ljk(x) span the space Vj, then the sig-
nal f(x) may be decomposed into detail signals at vari-
ous scale 2j and various locations k with corresponding 
coefficients djk and a coarse lowpass component with 
coefficients SJk, ie, 

where 

J 

f(x) = L L djk'l/Jik(x) + L SJkl/JJk(x) 
j=lk=O k=O 

djk = J f(x)'lj;jk(x)dx and 

S1k = j f(x)<PJk(x)dx. 

Wavelet bases associated with multiresolution analysis 
are characterised by the dilation equations [5] [6], 

l/J(x) = J2L:n h(n)l/1(2x- n) 
'1/J(x) = J2L:n g(n)'lj;(2x- n) (3) 

or equivalently 

~(w) = H(~)~(~) = rr:1 H(2-Pw) 
~(w) = G(~)~(~) (4) 

For compactness, only a finite number of coefficients 
h(n) and g(n) of the filters can be non-zero. Therefore 
H(w) and G(w) have to be trigonometric polynomial. 
From equation (3) it can be ready seen that 

(5) 
n n 

This is the very basis of Mallat's fast computation algo-
rithm for wavelet transform as shown in Figure 1. This, 
in our opinion, has triggered a haste of research work on 
wavelet based image coding without fully understand-
ing the underlying theory of the wavelet transform [6]. 

Figure 1: One-dimensional decomposition of pyramid 
scheme of a signal cj-1· 

For exact reconstruction it is easy to see from Figure 1 
that 

IG(w)l2 + jH(w)l2 = 1 (6) 

For biorthonormality between Vj and Wj and spaces 
[7], 

G(w) = e-iw H(w + 1r) (7) 

or equivalently 

g(n) = ( -1)nh(N- 1- n) (8) 

where N is the number of filter coefficients. G(w) and 
H(w) form a pair of quadrature mirror filters (QMF). 
Also (6) becomes 

IH(w)l2 + jH(w + 1r)j 2 
= 1 (9) 

2.2 Biorthonormal wavelet basis 
Symmetry and anti-symmetry is not possible for real 
compactly supported orthonormal wavelets except for 
the Haar basis [4]. However, in analysis and coding 
of image edges, linear phase filters are most desirable. 
Biorthonormal wavelet bases as shown in Figure 2, in 
which analysis (decomposition) and synthesis (recon-
struction) filters 'lj; and 1{; are different, can be symmet-
rical or anti-symmetrical [7]. They can also be designed 
to be compactly supported. We then have two multires-
olution lowpass ladders 

· · · c V2 c V1 c Vo c v_l c V-2 · · · 
· · · c i/2 c i/1 c Vo c if_t c Y-2 · · · 
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Figure 2: The block diagram of biorthonormal wavelet 
basis. 

and their respective bandpass complement spaces Wj 
and W1. 
In the two biorthonormal bases above, orthonormality 
is cross-zigzag between the two multiresolution ladders. 
A lowpass space is not orthonormal to its own band-
pass complement, but instead to the complement of its 
counterpart in the other ladder, ie, 

V ..l W and V ..l W J J J J 

The two multiresolution hierarchies work together like 
a zipper to allow exact reconstruction at the end. The 
analysis is then similar to that in the previous section. 
For exact reconstruction, it is easy to see that 

H(w)H(w) + G(w)G(w) = 1 

For biorthonormality [4] [7] 

G(w) = e-iw H(w + 1r) 
G(w) = e-iw H(w + 1r) 

Equation (10) becomes to similar to (9), ie, 

H(w)H(w) + H(w + 1r)H(w + 1r) = 1 

(10) 

(11) 

(12) 

For regularity, H(w) and H(w) have to have a multiple 
zero at w = n . Solutions for (12) can only be in the 
form of a product of analysis and synthesis filters. For 
symmetry, the filters have to be linear phase and are 
functions of cosw. The solution for the product P(y) = 
q(cosw)q(cosw) is given by the Bezout's equation [4], 

K-1 ( ) P(y) = fo K-~+m ym +yKR(1- 2y) (13) 

where 2K = L + L, the sum of the filter lengths of 
the analysis and synthesis filters and y = sin2 ~. Var-
ious types of biorthonormal wavelet bases result from 
different choices of q (or ij) and R. 

2.2.1 B-spline biorthonormal wavelet bases 

For example, if we choose R = 0 and ij(cosw) = 1, 
we have the family of B-spline biorthonormal wavelets . 
That is 

fl(w) = e-ikw/2 (cos~)£. (14) 

and hence 

~(w) = e-ikw/2 (sinw/2) L 
w/2 
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(15) 

with k = 0 if L is even and k = 1 if L is odd. ~ is then 
a B-spline centered around 0 and ~ respectively. 
The greatest advantage of spline wavelet bases is that 
their filter coefficients are all rational being fractional 
powers of 2 and are therefore most efficient for fast com-
putation and hardware implementation. Furthermore, 
spline wavelets 1/J and scaling function </> are known ex-
actly in closed forms. The main disadvantage of spline 
wavelet bases is in the very unequal support width of </> 
and ~· The support widths of 1/J and{; are always equal 
and are (L+L-1). There are, however, a limited num-
ber of solutions for the factorization of P(y) in (13) in 
which q ~ ij and hence the analysis and synthesis filter 
are very close to oneanother and both are very close to 
an orthonormal filter. 

2.2.2 laplacian biorthonormal wavelet bases 

Among choices of biorthonormal wavelet for which R # 
0 in (13) , there exists a special choice of R for which 
the analysis and synthesis filters are very close to onean-
other and both are very close to an orthonormal filter. 
The popular Laplacian pyramid filter [8], 

( w)2 w H(w) = cos 2 (1 + 16asin2 
2) (16) 

can serve as the analysis filter of a biorthonormal 
wavelet basis. The corresponding synthesis filter which 
satisfies in (12) should satisfy the Bezout's equation. 
Therefore, 

H(w) = [cos~) 
2 

1 + 2(1 - 8a)sin2 '!L - 32a 1-sa sin4 '!L] 2 l+Sa 2 
(17) 

It can be readily verified that for a = 0 and a = 
- 1

1
6 , H ( w) reduces to a spline filter of order 2 and 

4 respectively. It can be shown that since </>(x) be-
comes smoother as a becomes progressively smaller 
than 0.0625 whilst ~(x) becomes smoother as a be-
comes progressively greater than 0.0275, it is intuitive 
to conclude that the best value of a for image coding is 
somewhere at the mid-range. A value of a = 0.050 was 
recommended from experimental results in [9]. At this 
value, both </> and ~ are very close to oneanother and 
very close to a Coiflet [4] as seen in Figure 3. 

2.3 Extension to two-dimensional wavelet 
analysis 

A multiresolution decomposition of a signal f(x,y) of 
L2 (R2 ) is a sequence of subspaces of L2 (R). The ap-
proximation of a signal f(x,y) at resolution 21 is equal 
to its orthonormal projection on the basis space 

<I>j(x, y) = 2- 1</>(2-ix- m, 2-iy- n) 
= </J]m(x)</>jn(Y) m,n E Z 2 (18) 
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scaling function mother wavelet 

(a) 

-A-+ Analysio B-splinc 

L•2 

__/\__ ~ Syntl~esis 8-splinc 

_)\__ + AnalysisLaplaci'" 

a~ O.OSO _)\__ + SynlhesisL•pl•d'" 

aw0.050 

scaling runction mother wavelet 

(b) 

Figure 3: Characteristics of some typical wavelets, 
(a) for Daubechies and Coiflet orthonormal wavelet 
bases and (b) for B-spline and Laplacian biorthonor-
mal wavelet bases respectively. 

Similarly, we define 2-D separable wavelets 

w1 (x, y) = <jJ(x)'l/;(y) for GH component , 
w2 (x, y) = 'l/;(x)<fJ(y) for HG component, and (19) 
w3 (x, y) = V;(x)'lj;(y) for GG component. 

As in one-dimensional cases, a 2-D image can be decom-
posed as shown in Figure 4 into a lowpass approxima-

' tion plus three difference images from the inner prod-
ucts, i.e., a quad-tree, 

Ci-l =< f(x, y), Pj(x, y) > 
d~ =< f(x , y), w~(x , y) > (20) 
d~ =< f(x,y), w~(x,y) > 
dj =< f(x,y), wj(x,y) > 

where w1(x,y) = 2-iw(2-ix, 2-iy) . 
In two dimensions, the wavelet transforms can be com-
puted by a separable extension of the one-dimensional 
decomposition algorithm [5] . At the first step (j = 1) 
a signal is decomposed into 0 1 , dL d~ and d~. This 
algorithm is illustrated by the block diagram in Figure 

HH 2 GH 2 

GH 1 

HG 2 GG 2 

HG 1 GGt 

Figure 4: Decomposition of an image into a quad-tree 
for J = 2. 

columns 

Figure 5: Two-dimensional decomposition of a pyramid 
scheme of a signal cj~l · 

5. Firstly, the rows of a signal Co are convolved with 
one-dimensional filters H and G, and every other row 
is retained; then the columns are convolved with the 
filters H and G, and every other column is retained. 
The filters H and G are quadrature mirror filters. The 
wavelet transform is then computed by repeating this 
process for 1 ::::; j ::::; J. 
If the signal is an image, where the original image 0 0 
has an N x N array of pixels, then every array 0 1 , 

d}, di and dr consists of If x If elements. It can be 
represented by an image of one quarter the size of the 
original. More conveniently, the notation of the decom-
position and reconstruction of an image are changed 
from C1, d}, dJ and dJ to HHj, GH1 , HGi and GGi 
respectively. 

3 Psychovisual compression of 
wavelet coefficients 

It is well known that the human visual system (HVS) 
has a band pass sensitivity characteristic S(w) with a 
peak sensitivity t>etween 3 to 3.5 cycles per degree ( cpd) 
as shown in Figure 6. The sensitivity is reduced slightly 
at low frequencies but drops off very sharply at the 
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higher frequencies. Therefore low amplitude high fre-
quency ccmponents may be discarded. The visibility 
of errors is a function of the local luminance (Weber's 
law) and the local activity (AF) of the scene. The lat-
ter is also known as spatial masking effect. Errors are 
less visible in bright and busy (in term of edges and dis-
continuities) areas of the image. In these area, coarse 
quantization may be used resulting in fewer bits per 
pixel and a better compression ratio. 

S(O>) 

Figure 6: Typical sensitivity characteristic S(w) of HVS 
(solid line) and integrating sensitivity Sj of wavelet at 
scale 2i (dash line). 

The visible threshold used to discard weak transform 
coefficients in subband 2i with visual sensitivity Sj is 
[11], 

(21) 

where K is a proportionality constant to be determined 
from a subjective viewing of the quality of the recon-
structed image, djk are the wavelet coefficients at sub-
band 2i, and Nj is the sub band dimension. The value 
of K is increased until the level at which a difference 
between the original image and reconstructed image is 
just noticeable by a human viewer. The quantization 
step size for the coefficients in subband zi [10] is 

(22) 

where AF; is the activity function in the subband at 
scale 2J . 
Available sensitivity function S(w) from psychovisual 
experiments are usually expressed as a continuous func-
tion of one-dimensional spatial frequency. Current sub-
jective quantisation and thresholding schemes [11], for 
discrete cosine transform (DCT) coefficients have made 
use of the sensitivity function of the HVS to achieve a 
very high compression ratio. Since each DCT coefficient 
represents a single discret!sed frequency, the continu-
ous functions S(w) can be used directly. This is not 
so straight forward for wavelet transform coefficients. 
Each wavelet coefficient represents an octave subband 
with significant spectral overlapping with neighbouring 
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subbands. We therefore compute the sensitivity func-
tion for a wavelet at scale 2i as 

1 

Sj = ke [! J IS(wx,wy)I 2 1Wj(Wx,Wy)l 2 dwxdwy] 
2 

(23) 
where ke is an energy constant factor, S ( Wx, wy) is 
the HVS sensitivity function, '11 j(wx, wy) is the wavelet 
frequency response corresponding to a high pass filter. 
To calculate the sensitivity for the lowpass subband, 
Wj(wx,wy) is replaced by <I>j(Wx,wy). 
The activity function in (22), AF, in the wavelet coef-
ficient domain can be measured in terms of the deriva-
tive of the coefficient distribution, using the convolution 
output of a Laplacian edge detector. When adjusted 
for the 3 : 4 aspect ratio of the video images, the two 
dimensional Laplacian mask is given by 

[ 

-1.000 -2.777 -1.000 l 
ML = -1.563 12.679 -1.563 

-1.000 -2.777 -1.000 

Then, the activity functions is given by 

(24) 

(25) 

where ML®Xj(m, n) denotes the two-dimensional con-
volution output of the edge detector with Xj(m, n) be-
ing the wavelet transform coefficients at the subband 
scale zi, and q is a normalization factor derived from 
subjective viewing for an optimal reconstruction of the 
image. 
The non-zero wavelet coefficients, Xj (m, n), are then 
quantized to Xj(m,n) using the following operation 

Xj(m, n) < 0 
(26) 

where [x] is the closest integer value to x. The lowest 
quantised level is set half a step above the threshold 
level Tj to make the quantization step uniform [11]. 
The disparity between the lengths and coefficients of 
the analysis and the synthesis filters in a biorthonor-
mal basis results in a more expensive product imple-
mentation. The disparity in the frequency responses 
of the two filters also causes complications in a fre-
quency selective coding scheme such as the psychovi-
sual quantization and thresholding of wavelet coeffi-
cients used in this paper which is illustrated in Figure 
7. It is assumed, conventionally, that the quantization 
and thresholding are carried out on the analysis side. 

4 Simulation Results 
The first step of the simulation is to calculate the sub-
band sensitivity for the chosen wavelet at scale 2i . The 
simplest technique to obtain the subband wavelet func-
tion Wj(wx,Wy) in (23) computationally, is to use in-
verse wavelet transform followed by a Fourier transform 
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Figure 7: The block diagram of proposed psychovisual 
image compression scheme. 

of a unit impulse coefficient being placed appropriately 
in the subspace at scale 2j. For example a unit im-
pulse in subband GG4 at spatial coordinate (47,47) as 
shown in Figure 8 will produce the wavelet w4 (x, y) and 
its spectrum of w4(wx, Wy) as shown in Figure 9 and 10 
respectively. 

I• 
I• 

·-

Figure 8: Impulse in subband GG4 at coordinate 
(47, 47) in a 512 x 512 image plane. 

Figure 9: The wavelet functions of Daubechies wavelet 
with L = 2. 

A comparison of the compression performance of var-
ious wavelet bases using subjective coding of wavelet 
coefficients is given in this simulation. In particular 
we used Mallat's recursive algorithm (5] for the mul-
tiresolution signal decomposition. The block diagram 
of simulation is illustrated in Figure 7. 
The sensitivity function S(w) = (0.31 + 0.69w)e-0·29w 

which has a peak sensitivity at 3 cpd (12] and 4 de-
compositions is used for this simulation. The sim-
ulation results for the sensitivity factors in equation 

Figure 10: The magnitude spectrum of Fourier trans-
form of Daubechies wavelet with L = 2. 

(23) are shown in Tables 1 and 2 for Daubechies and 
Coiflet orthonormal bases, and B-spline and Laplacian 
biorthonormal wavelet bases respectively, where the 
lowest sensitivity, corresponding to the lowest subband 
HH4 , is normalized to unity. 

Daubechies Coiflet 
L=2 L = 2 

subspaces sensitivity sensitivity 
HH4 l.OOOOOOE+OO 1.000000E+00 
GH4 1.066019E+00 1.068043E+00 
HG4 1.071904E+00 1.074101E+00 
GG4 9.334352E-01 9.375153E-01 
GH3 6.835704E-01 6.848811E-01 
HG3 6.06644 7E-01 6.076077E-01 
GG3 4.438673E-01 4.455534E-01 
GH2 2.810389E-01 2 .806499E-O 1 
HG2 2.103552E-Ol 2.093875E-01 
GG2 1.071843E-01 1.068400E-01 
GH1 6.820634E-02 6.722051E-02 
HG1 4.319433E-02 4.221768E-02 
GG1 1.127662E-02 1.096641E-02 

Table 1: Sensitivity factor of Daubechies and Coiflet 
orthonormal wavelet bases. 

The standard "Lenna" image of dimension 512 x 512 is 
used to test the algorithm. The bit-rate of entropy cod-
ing is set to be 0.40 bpp. Table 3 shows the simulation 
results for the reconstruction of the image represented 
by the weighted peak signal-to-noise ratio (WPSNR) 
for various wavelet bases. 
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B-spline Laplacian 
L=2&L=4 a = .0.050 

subspaces sensitivity factor sensitivity factor 
HH4 1.000000E+OO l.OOOOOOE+OO 
GH4 1.046088E+00 1.075661E+OO 
HG4 1.026732E+OO 1.082916E+OO 
GG4 9.379980E-01 9.436668E-01 
GH3 5. 731459E-01 6.956916E-01 
IIG3 4.849805E-01 6.171581E-01 
GG3 3.545625E-01 4.529856E-01 
GH2 1.645937E-01 2.891827E-Ol 
HG2 1.150454E-01 2.140844E-01 
GG2 5.104159E-02 1.100431E-01 
GH1 2.473013E-02 6.951839E-02 
HG1 1.526704E-02 4.282755E-02 
GG1 2.612977E-03 1.121723E-02 

Table 2: Sensitivity factor of B-spline and Laplacian 
biorthonormal wavelet bases. 

wavelet bases WPSNR [dB] filter length 
c/J and ijj 

Daubechies 
L=2 38.48 4+4 
L=3 38.68 6+6 
L=4 38.71 8+8 
L=6 38.85 12 + 12 

near linear phase 
L=4 39.15 8+8 
L=6 39.45 12 + 12 
Coifiet 
L=2 38.51 6+6 
L=4 39.23 12 + 12 

B-spline 
L= 2&L= 4 40.05 3+9 

(ij= 1) 
L+L=8 39.22 9+7 

(q ~ ij) 
Laplacian 

a= 0.03125 36.93 5+7 
a= 0.05000 38.42 5+7 
a= 0.06250 38.98 5+7 
a= 0.07500 39.30 5 + 7 

Table 3: Performance of the reconstructed image using 
various wavelet bases, where entropy is set to be 0.40 
bpp. 

The WPSNR is computed as follows. Firstly, the er-
ror image is calculated by subtracting the original from 
the reconstructed image. Secondly, the error image is 
transformed to the spatial frequency domain using an 
FFT. Next, this is multiplied by the frequency response 
of the HVS system. Finally, its output is transformed 
to the spatial domain by an inverse FFT to obtain the 
power of weighted error image (WMSE). The WPSNR 
is then computed by the following equation (10] 

WPSNR = 10log [ ~~:E] dB (27) 
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where 255 is the peak pixel value of the original 8 bit 
PCM image. 

5 Summary and Discussion 
Simulation results for subjective coding of images using 
orthonormal wavelet bases show that the length of the 
filters in general has only a slight effect on the WPSNR 
performance. Regularity or smoothness of the wavelet 
bases is therefore not as important as symmetry in im-
age coding. This is confirmed by thehigh values of WP-
SNR for the case of the near linear p)lase (less smooth) 
and Coifiet wavelets as can be seen in Table 3. 
The desirability of symmetry or linear phase filters in 
image analysis and synthesis is well known. However, 
the application of the human visual system sensitivity 
which de-emphasizes the high frequency components, 
tends to smooth out any roughness in wavelet bases 
and hence decreases the importance of smoothness of 
wavelet in subjective image coding. 
The important of symmetry or linear phase of the 
wavelet waveform is also demonstrated by the high WP-
SNR performance of biorthonormal wavelet bases, eg 
B-spline and Laplacian wavelets, compared to the or-
thonormal bases. The smoothing effect of the HVS 
used in the subjective coding of images, as explained 
above, also has an important implication· on the choice 
of wavelet for the analysis side. Because of this ef-
fect the shorter and hence less . smooth wavelet of a 
biorthonormal pair should always be employed for the 
analysis side, eg in Table 3 for the B-spline biorthonor-
mal pair L = 2 and L = 4. This observation can eas-
ily be verified by swapping the· analysis and synthesis 
wavelets. The result is reported in Table 4. It can be 
seen that the WPSNR takes a dramatic drop from the 
value 40.05 dB when L = 2 and L = .4. to the value 
36.38 dB when L = 4 and L = 2. 

As in Table 3. As in Table 3. Swapping 
the wavelet 

wavelet bases WPSNR [dB] WPSNR [dB] 
B-spline 

L = 2&L = 4 40.05 36.38 
(ij=1 ) 

L+L=8 39.22 39.04 
(q ~ ij) 

Laplacian 
a = 0.03125 36.93 39.16 
a= 0.05000 38.42 38.44 
a= 0.06250 38.98 37.63 
a= 0.07500 39.30 36.86 

Table 4: Effect on the coding performance by inter-
changing analysis and synthesis wav~lets. 

Similarly, the WPSNR values for the Laplacian 
biorthonormal wavelet pairs change significantly by the 
swapping. An exception is observed for the 'near-
orthonormal' B-spline biorthonormal pair and for the 
Laplacian biorthonormal pair for a = 0.050. This is 
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expected because in these two cases, analysis and syn-
thesis wavelets are very close to oneanother (see Figure 
3 (b)) and therefore the swapping has little effect. Fig-
ure 11 shows the original test image of Lenna. Figure 
12 and 13 show the reconstructed images psychovisual 
compression by using Coifl.et orthonormal wavelet basis 
for L = 2 and B-spline biorthonormal wavelet basis for 
L = 4 and L = 4 respectively. 

Figure 11: Original image Lenna coded by 8 bpp. 

Figure 12: Reconstructed image coded at 0.40 bpp 
using psychovisual compression of Coi:flet orthonormal 
wavelet coefficients for L = 2. 
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Abstract: 

Effective network management often requires considerable expertise, to interpret large amounts of data and to make 
quick decisions that will fix faults or improve peiformance. The pool of experienced network managers is small. The 
knowledge required is considerable and continually changing. Opportunities exist for Artificial Intelligence techniques 
to improve the quality .ofnetwork management. This paper looks at what has already been done to incorporate Artificial 
Intelligence into network management. It evaluates the usefulness of individual AI techniques to the network management 
area by evaluating existing and proposed cases of AI in network management. This is done in the hope of identifying the 
current challenges to be overcome in order to use AI to obtain better network management tools. 

1 Introduction 
Computer networks are important to the effective 
management and operation of enterprises. Networks 
consist of many heterogeneous components that can all 
fail. To provide the required level of service therefore 
necessitates management systems (human and computer-
based) that can quickly detect faults and make appropriate 
changes to network configuration. As a means to 
achieving this, masses of data accumulates rapidly from 
polling of network equipment. This is an example of 
network management. 

Effective network management often requires considerable 
expertise, to interpret large amounts of data and to make 
quick decisions. Applied AI techniques therefore seem 
natural candidates for solving network management 
problems. 

The purpose of this paper is to aquaint the AI community 
with a potential field of application. We first briefly 
outline the state of the art in network management. This 
section is by no means comprehensive - it is intended to 
provide a glimpse of what problems have been solved. We 
discuss a priori reasons why AI techniques may be suitable 
in the domain of network management. The bulk of the 
paper then presents a survey of AI applications in network 
management, categorised by AI method. We conclude 
with a discussion of outstanding research problems at the 
intersection of network management and AI. 

2 What is Network Management? 
2.1 Functional Areas 

Traditionally, network management has been categorised 
into a set of functional areas. The following ·is a typical 
taxonomy [15]. 

• Fault~anagement 
• Performance .Management 
• Administration 
• Planning 
• Security ~anagement 

The OSI ~anagement Framework uses the term 
configuration management instead of planning; and 
accounting management instead of administration [8]. 

Faults can occur in hardware or software components of 
networks. Fault management consists of detection of the 
fault, diagnosis of the source of the fault, and recovery 
from the fault [ 16]. A fault in a single component can 
manifest itself in many different places. This makes 
location of the fault difficult. 

There are a number of criteria for measuring network 
performance. Users of a network are interested in metrics 
such as throughput, delay and error rates. The network 
provider is also concerned about network utilisation, i.e. 
optimising the use of network resources. The overall aim 
of performance management is to monitor and control the 
network so as to provide the required Quality of Service 
(QoS) to the maximum number of users. Clearly, 
performance management and fault management are not 
independent functions. 

Configuration involves collecting operational data and 
changing operational parameters in order to set up, close 
down or change the function of components of the network 
[8]. Planning encompasses slightly more than this. It 
includes the original design of a network and its 
subsequent redesign to meet changing criteria [24]: We 
use this broader definition in this paper. Administrative 
functions include routine matters such as billing, 
budgeting, adding and removing users from the network 
[20]. Security covers many areas, including management 
of authentication, access control and encryption 
mechanisms. 

It is fair to say that the functional areas of planning and· 
fault management are the · most mature in terms of 
pervasiveness of management solutions. Performance 
management and security management are currently quite 
immature with respect to stated aims. · 

2.2 Standards 

To date one of the most serious problems faced by 
organisations using networks has been the proprietary 
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nature of most network management solutions. 
Potentially, every device on the network has its own 
management system, which in turn has its own particular 
way of polling and representing information to the 
manager. Management systems for different devices 
generally do not intemperate. 

The initial goal of network management standardisation 
activity has been to provide a consistent infrastructure for 
the access of low level management information - the so-
called "instrumentation" infrastructure [20]. 
Unfortunately, standardisation has occurred in two 
different international arenas. 

2.2.1 SNMP 

figure 1: Management with SNMP 

Simple Network Management Protocol (SNMP) is the 
generic term used to identify network management 
standards developed by the Internet community. SNMP 
embodies a Manager-Agent paradigm (although, this has 
been extended in SNMP Version 2). Management 
applications use the services of a Manager, which 
communicates using a standard protocol (SNMP) with 
agents. There is an agent for each managed system in the 
network. Agents encapsulate the actual devices being 
managed (multiplexers, routers, links, etc) as Managed 
Objects (MOs), which define the information and control 
actions available. The set of M Os accessible to a Manager 
is called a Management Information Base (MIB). 

SNMP assumes a connectionless service - loss of packets 
can occur undetected. The Manager uses periodic polling 
of Agents to obtain management information. SNMP is 
simple: it aims to minimise the amount of management 
functionality required of agents. 

2.2.2 OSI Network Management 

In competition with SNMP, ISO (International Standards 
Association) has developed a comprehensive set of 
network management standards applicable to the OSI 
(Open Systems Interconnection) suite of protocols. OSI 
also utilises a Manager-Agent paradigm. Managed objects 
are again used to represent resources, but are in this case 
abstract views that make more use of object-oriented 
concepts. This allows more generality, but results in 
significant development effort to produce the required 

agents. The management protocol is the Common 
Management Information Protocol (CMIP), which is 
likewise more complex than SNMP. CMIP is connection-
oriented and event driven, so does not need to rely on 
polling. 

The parallel developments of SNMP and OSI Management 
have generated one of the many "protocol wars" that have 
bedevilled the computer communication community. OSI 
is the preferred strategy of Telco's. Its greater functionality 
and generality makes it more suitable for complex network 
devices such as routers, hubs and switches. However most 
device suppliers, particularly in the LAN market place, 
have adopted SNMP more quickly because of its greater 
simplicity. This has lead to SNMP being the platform of 
choice in many corporate data networks. 

Much research is now focusing on integrating SNMP and 
OSI (9]. One approach to this is the development of so-
called Integrated Management Platforms. 

2.3 Integrated Management 

A major aim of Integrated Management is to hide the 
differences that may exist at the level of instrumentation, 
e.g. between SNMP, OSI and proprietary systems. This is 
typically done by providing a common set of Application 
Programming Interfaces (API) to management 
applications. Thus an integrated management platform 
will form a layer between management applications and 
the Manager system at the instrumentation level. 
Integrated platforms may also provide tool kits such as 
graphical user interfaces for the representation of 
management information. This provides the (human) 
manager with a consistent look-and-feel for information 
that may have been obtained via different, standard or 
proprietary protocols. 

Examples of such platforms are Cabletron SPECTRUM 
and Hewlett-Packard's OpenView. There is also an 
ongoing activity of the Open Software Foundation (OSF) 
to produce a vendor-neutral, standardised set of integrated 
management facilities termed the Distributed Management 
Environment (DME). These facilities include common 
management functions such as distributed software license 
management. 

Integration may also apply to the unification of network 
and systems management. Network management has 
traditionally been applied to network devices such as links 
and routers. Systems management, i.e. the management of 
computer systems and their sub-systems, has been in the 
domain of the operating system. In a distributed 
computing environment it makes sense to manage all these 
resources from the same management station, in a 
consistent manner. 

3 Management Applications 
3.1 Some Applications in Use 

Unless a management platform provides a set of 
management services, it is the job of management 
applications to actually deliver management hmctionality. 
These applications use the raw data supplied at the 
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instrumentation or platform level via APis. Their purpose 
is to inf.nm the human manager of the state of the 
distributed environment, and to help him/her make 
decisions. 

Older network management tools produced masses of data 
to provide information on the state of the world. This data 
was laboriously scanned by network experts who looked 
for abnormalities and tried to find or predict problems in 
the network. 

There are many more tools now available. Marshal! Rose 
[21] provides a useful taxonomy of current applications 
as: 

• browsers - . simple tools that produce masses of data 
that are used by network managers 

• mappers - 'self-discovery' tools that can summarise 
some of the masses of data, but still rely on network 
managers providing the solutions. 

•thinkers - Rose considers that there are very few 
tools that try to produce solutions to problems. 

Rose feels that most applications have been concentrating 
on 'easy to market', jazzy user interfaces and neglecting the 
underlying network principles that make them useful. 
However, platforms like Spectrum do provide tool kits that 
allow users to extend or fine tune its capabilities, such as 
by embedding knowledge of the network. 

For network planning, linear programming applications are 
excellent for determining optimum configurations for a set 
of resources and constraints on these resources. They can 
be used to plan optimal performance and utilisation. 

Simulators seem to be quite prolific and effective. 
Commercial simulator packages such as Coronet and 
OPNet have the capability of assembling simulated 
networks from both standard components and user 
specified components. Using these simulated networks, 
traffic patterns and error conditions can be continually 
altered and the effects on the network performance 
observed. 

3.2 Limitations 

Network simulation packages and linear programming 
applications require users to have considerable knowledge 
of networks. They are useful for network planning, but do 
nothing to help manage instantaneous faults and 
performance, i.e. they are not suitable for real-time and 
distributed systems. 

Well designed, consistent graphical interfaces can make an 
application easy to learn and use. Thus it will be easier to 
train new network managers using such tools. However, 
this does not eliminate the need for network managers to 
be trained • in the underlying principles of ·managing 
networks [3]. 

Because of varying management policies, each computer 
network is unique. Network management applications use 
generalised solutions rather than solving the specific 
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problem [24]. Overall, current network mana;gement 
applications seem to be adding to the expertise that 
network managers need to have. 

4 A Case for Artificial Intelligence 
The generic network management scenario is that humans 
need to be able to solve problems that require many 
complicated decisions, based on considerable amounts of 
information. These decisions must often be made quickly. 
At present this requires someone with substantial 
experience. 

The achievements of artificial intelligence in network 
management are "solid and demonstrable" [15: p.187]. 
There are many reasons why methods using artificial 
intelligence are required,[15] including: 

• Complexity of Networks. 
• Rarity of Skills. 
• Slow Human Reaction Times. 
• Non-standard Network Layouts. 

Further reasons particular to distributed real-time systems 
are [11]: 

• Differing Control Methods. 
• Real Time Control. 

Often, network management systems are knowledge 
intensive [16]. It is for these types of systems that artificial 
intelligence techniques have been designed. 

5 Artificial Intelligence Methods in Use 
Artificial intelligence methods being used for network 
management problems can be divided into three classes: 

• The first class is primarily concerned with high 
level complex tasks of network planning, design, 
maintenance and configuration. Rule-based 
systems, model-based reasoning, case-based 
reasoning fall in this class. 

• Distributed artificial intelligence is necessary for the 
global management of geographically distributed 
network components. Each local network 
management system could be using any method 

. from the first class. 

• The third class utilises genetic algorithms and neural 
networks to perform lower level tasks that are useful 
in reducing the search space of large knowledge 
bases. These techniques could be used within the 
first two classes. [ 17] . 

s~ 1 Rule-Based Systems 

Rule- based systems are well suited to the tasks involved 
in·· fault management. To help network managers 
determine where and why faults are occurring, a large 
volume of data is generated by each network compo)lent. 
Expert systems are well suited to sifting ·through large 
volumes of data and presenting summaries or advice to 
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network managers. Many telecommunications providers 
are already using rule-based systems to diagnose, isolate 
and repair faults in their networks so as to relieve 
congestion during peak traffic periods [11]. 

Planning and network design is another suitable 
application. Experts are required to have an extensive 
amount of knowledge about both networks and the large 
number of commercial support products available. This 
knowledge is rapidly and continually changing. In 
addition, the design of a network is constrained by user 
requirements for reliability, availability, response time, 
security. Documented procedures for designing local area 
networks solve only parts of the overall problem, yet the 
final solution needs to be universally optimum within 
individual constraints [4]. 

What is needed is an automated expert that contains the 
knowledge required to do most of the simpler tasks and 
gives an explanation of how it came to its decisions so that 
the small pool of experts can concentrate on more 
complicated problems. The explanation facility makes it 
possible for the automated expert to act also as a tool to 
train lesser experienced network designers. 

5.1.1. ELAND - a simple network design tool 

ELAND [4) is a typical rule-based expert system proposed 
as an aid to finding a solution to the problem of designing 
a local area network - to fit user specifications and allocate 
the files for a distributed information system to file servers. 
ELAND consists of three logical parts: 

• user interface 
• control procedure 
• knowledge base of rules 

Simplistically, the control procedure takes requirements for 
the local area network from the user and refers to the rules 
in the knowledge base to determine the final design for the 
local area network. (Figure 2). 

Knowledge 
Base 

user requirements 

requests 101' ange requirements 

Figure 2: Data How for ELAND 

user 
interface 

Intermediate designs are shown to the user with an 
explanation as to why the design was chosen. It may be 
necessary for the control procedure to obtain more 
information from the user if there is insufficient 
information to solve a sub problem. This is done by means 
of questions, in the same way as the initial user 
requirements are determined. 

The control function is divided into three major 
components: 

• system requirements former: formulates user 
requirements system requirements. 

• matcher: finds the commercial product that best 
matches the system requirements. 

• file allocator: allocates distributed files in the most 
efficient manner that still satisfies user requirements. 

ELAND decomposes the knowledge base into structured 
knowledge required to make decisions and unstructured 
knowledge about commercial products. The former is 
hierarchically structured so that each problem can be 
broken down to a number of sub problems that can be 
solved independently. Domain dependent metarules are 
used to rank sub problems in order of importance. This 
helps to avoid time-consuming backtracking. Knowledge 
about commercial products is kept as facts relating a 
product with system requirements. This section of the 
knowledge base is intentionally unstructured to allow new 
facts to be added easily. 

Advantages: 

ELAND uses a standard prolog shell that is claimed to be 
easy to use with a rule base that is easy to modify. This is 
essential in an area that is rapidly changing. 

The explanation facility aids the user in making a final 
decision and is a useful tool to train new staff. 

Problems· 

Although the sub problems of network design are often 
independent, there are dependencies such that choices 
made in later sub problems lead to rejection of earlier 
solutions. This is overcome by prolog's inbuilt 
backtracking mechanism. However, in a large rule base, 
progressively itemting the many possible combinations can 
be quite time consuming. An attempt to solve this is made 
by using metarules to rank sub problems into an order to be 
solved according to user requirements. 

Generally, rule-based systems have limitations in the 
following areas[ll]: 

• experience-based knowledge. Knowledge that is 
largely experience based cannot always be derived 
from a fixed set of rules. 

• high rate of change. To ensure current expert systems 
are kept abreast with the rapidly evolving network 
technology, continual maintenance is needed to update 
the rule base. 

• real-time response. Most networks are required to 
respond to user requests rapidly. Large rule bases that 
need to be searched for both information and control 
procedures that determine what to do with the 
information can have adverse effects on response time. 
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• "Brittleness".[l6] A system often fails to solve a 
problt;m that the embedded rules do not cover. Thus 
expert systems still need to interface with users and 
give good explanations about why they have come up 
with a particular solution. 

5.2 Fuzzy Reasoning 

Although there are many rule-based systems being used f?r 
fault management, simple rule-based systems as used m 
ELAND are often not quite sufficient to satisfactorily 
diagnose faults. Fault alarms can be generated by 
individual component failures, or when a component 
metric crosses some threshold In a complex network, a 
particular fault can result in alarms from other components. 
It becomes the problem of the network manager to 
correlate seemingly unrelated alarms to determine the 
primary source of the alarms and thence the location of the 
maiD fault. Alarm messages need to be transmitted to the 
network manager. These messages can be delayed or not 
sent because of complete failure of a component [12]. 
There needs to be a way of expressing this uncertainty of 
the reason for a combination of alarms being received. In 
some cases delaying decisions on what is causing a fault 
can result in severe deterioration of performance of the 
network. To be told the most likely cause of a fault can 
often be more use to an experienced network manager than 
knowing the precise reason too late. 

Fuzzy logic can also be employed in . d~tec~on and 
correction of network performance deftctenctes [16]. 
Precious time is saved when there is no need to match rules 
exactly. Original rules can even be set-up in an imprecise 
form that can easily be adjusted manually as network 
requirements change, or automatically by machine le~g 
techniques such as neural networks. Numencal 
uncertainty values can be combined t'? show overall 
certainty of information from different parts of the 
network. The measure of uncertainty (or belief) that a 
particular component failure has caused the observed 
alarms can be used within a hypothesis-test strategy. If the 
belief that a particular component is faulty is sufficiently 
high, it can form a hypothesis that can then be tested by 
requesting appropriate confirmation information. Results 
of tests can increase or decrease the uncertainty measure. 

An analysis of an expert system using fuzzy logic to 
diagnose performance problems in SNA networks found 
many problems were successfully diagnosed and useful 
solutions proposed. [2] 

5.2.1 Incorporating Fuzzy Logic in Fault Diagnosis 

To incorporate uncertainty into fault diagnosis systems 
[12], 'network events' are defined as changes in the state of 
network objects. Events can be 'evidenced' if appropriate 
alarms have been generated or 'hypothetical' if they are 
deduced from evidenced events or other already deduced 
hypothetical events. Hypothetical events carry a measure 
of their uncertainty and are further divided into 'causing' 
and 'caused' events. Events are put through a pattern 
matching procedure and causation relationships determined 
according to .which events match. 
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Matching · hypotheticai · causing events _gives more 
information for fault diagnosis. Matching hypothetical 
caused events aids prognosis. · Using both graph and 
statistical theories, beliefs can be modified on the basis of 
extra evidence and resultant ·low beliefs eliminated to 
allow faster correlation of remaining events. Events are 
clustered according to their time stamps, such that out of 
date clusters can also be eliminated if they offer no new 
information. Thus network faults can be isolated. 
Backward inference of causing events to the root of this 
tree should be able to determine the primary fault; forward 
inference of caused events can discover faults not yet 
reported. 

Beliefs can be translated to interpretations of whether a 
hypothesis is true, false or somewhere in between. With 
these suggestions, the network manager can decide on 
appropriate tests to be performed to confirm beliefs. 

Adyanta~es: 

• Rather than flooding the network manager with raw 
alarms, a diagnosis along with an expression of 
confidence in the diagnosis can be conveyed to the 
network manager. 

• Unreported network component failures or impending 
failures are often detected, as the combined inferences 
from many minor events can eventuate in a high 
probability of a particular fault occurring. 

• A capacity for some elementary learning by the 
computer system in a stable system so that all rules do 
not have to be initially determined or later modified 
by experts. 

• Compared to ordinary rule-based systems, more faults 
are detected correctly and less rules are required to be 
initially acquired by the system. 

Problems: 

• Initial determination of uncertainty measures and the 
network rules that model the propositions depend on 
the type of expert advice that is difficult to obtain. 
Often, it is not easy for experts to convert their 
knowledge to the type of rules needed by this system, 
although it is easy to determine what is meant by high 
/low performance. 

• Despite a capacity to learn about a stable system, most 
computer networks do not remain in the same 
configuration for long. With new components being 
added and a continual stream of new technology for 
both hardware and software becoming available, 
networks are continually changing. Only to a limited 
extent can the expense of using skilled network 
managers to set up and continually modify rule bases 
be justified. 

5.3 Case Based Reasoning 

Although fuzzy logic simulates ·the way humans modify 
their beliefs in why certain events occur, it cannot fully 
simulate the broad based experience or 'gut feel' that 
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contributes to solutions provided by human experts. 
Model-based and case-based reasoning are two current 
methods of simulating human reasoning. 

When there is insufficient (in contrast to uncertain) 
information to make a correct decision model-based 
reasoning is a means of obtaining the 'best solution' from 
the available information [11]. In the area of fault 
diagnosis, it compares observations on behaviours of 
network devices to the observations of a predicted working 
model to determine device defects. The assumption being 
made here is that the working models are correct. 
Although individual network components can be modelled, 
it is difficult to model complete networks consistently as 
the different combinations of components can have widely 
differing interactions. XDE, MOMO and DANTES are 
three model-based reasoning systems used for fault 
management [14]. 

In a fault management system using case-based reasoning, 
the cases are descriptions of how to recognise, fix and 
observe particular faults [ 11] and are built up from past 
experiences. NETTRAC (Network Traffic Routing 
Assistant using Cases) [11] takes performance data from 
switches, determines abnormal states and makes plans to 
alleviate the problems. Cases that give the required 
descriptions are indexed according to the crucial features 
that would most likely solve the problem. 

5.3.1 CRITTER - CBR and Fault Resolution 

Trouble tickets [16] have a structure very much like a case 
and so are natural candidates for using with case-based 
reasoning. A trouble ticket is a summary of a particular 
network fault and remains in existence until the fault is 
resolved when it becomes a case history to be used in the 
resolution of future faults. CRITIER has been designed to 
add case-based reasoning for fault resolution to 
SPECTRUM, a network management package. 

CRITTER uses past resolved trouble tickets to form the 
case library. The problem is also in the form of a trouble 
ticket. The problem trouble ticket is matched only by 
relevant attributes - those that will be useful in solving the 
particular problem. A match occurs with the case in the 
library that matches most of the relevant attributes. 
CRITTER automatically refines these rules as the system 
learns, so gradual changes in the network are 
accommodated. 

• It has the capability of learning (by case acquisition). 
A case-based system thus can gain experience in the 
same way as network managers do. 

• As cases do not need to match exactly, it is useful in 
evolving networks or where information is missing or 
difficult to obtain in sufficient time. 

•Less passes through the system may be needed, 
because exact matching is not required, compared 
with the several levels of backtracking that can occur 
with rule-based systems [11] 

Problems: 

Although it generally takes less time and less pre-
determined rules for a case-based reasoning system to 
reach a decision, incorporating this intelligence can still 
involve tradeoffs with performance. 

Case-based reasoning can adapt to meet the new 
requirements of a gradually changing environment, but the 
capabilities of new network components still need to be 
learned. Only some problems can be easily adapted. 

5.4 Distributed AI 

Most network management systems have a single control 
point that gathers all the required information to diagnose 
faults and control performance. Networks to-day can 
consist of components from many different vendors. Often 
each sub network has its own network management system 
that can successfully look after its own domain but is 
oblivious to how other subnets are affecting its own. 
Unless operational decisions are made as close as possible 
to the fault location, performance of the network will 
suffer.(7] Such a system could perform continual 
monitoring of the network status and report failures to a 
central management where a general control procedure 
could be employed to monitor all such components. 

In reality networks are heterogeneous and distributed. To 
satisfy a user's request at one site, data may need to be 
communicated via several different types of networks 
located at different sites. Thus networks consist of both 
functionally and geographically different components. 

Network management can in fact be a collaboration of 
many experts each solving problems in their own area of 
expertise. Distributed artificial intelligence models this 
behaviour by providing agents that solve problems using 
localised data and expertise but still communicate with 
other agents [19]. Figure 3 shows a typical scenario. 
Communication is necessary to pass information on to the 
next agent in the chain when the overall problem consists 
of several steps. It is also needed when each agent is 
pooling their resources to solve the one problem. Agents 
in separate locations can have information that will help 
solve another agent's local problem. 

Figure3 Rahali, 1991 

Two examples of distributed artificial intelligence are: 
TEAM-CPS [26] which takes a distributed environment 
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and adds some centralised control; Distributed Big Brother 
(23] ·which looks at distributing control in a previously 
centralised systt?m. 

5.4.1 TEAM-CPS- Agent Programming in Network 
Control 

TEAM-CPS (Testbed Environment for Autonomous 
Multi-Agent Co-operative Problem Solving) is a testing 
facility for applying a framework for multi-agent problem 
solving to the domain of distributed customer network 
control. It is an ongoing project being developed by GTE 
laboratories [26]. GTE supplies leased lines to customers 
who use these lines to extend their local networks to other 
geographically separated local networks. The public and 
heterogeneous private networks then form the one 
network that can have several sub networks as in figure 3. 
Distributed customer network control encompasses agents 
responsible for public and ·hybrid private network facilities 
and traffic management. Each of these agents have 
different views and models of the one network and their 
own tools and knowledge to solve local problems but must 
collaborate to reach a mutually acceptable solution in times 
of congestion or other similar problems of a global nature. 

Each agent in TEAM-CPS is autonomously involved in 
local traffic control and facility management, but is 
sometimes solving different aspects of the same global 
problem. TEAM-CPS is intended to give users real-time 
control of the services and access to information about the 
state of the public network they are leasing. 

5.4.2. Distributed Big Brother - DAI and Performance 

Distributed Big Brother [23] is a distributed network 
management system that attempts to increase performance 
by distributing low-level management tasks to local agents 
but maintains central control to alleviate the job of the 
human network manager It consists of identical 
autonomous local agents that can manage individual sub 
networks yet still maintains central control by electing a 
hierarchy of LAN managers that are then managed by one 
overall manager (Figure 4). This system uses the 
principles of parallel processes, contract formation, 
election for role assignment and hierarchical control to 
split and overlap the work load. The Lan managers are 
elected from the set of group managers who all have the 
capability of performing manager tasks. 

Figure 4: Hierarchy of LAN Managers 

This provides robustness in the system as the failure of a 
manager means a new election can provide a new manager, 
which is usually the agent currently with the least load. 
Each agent ( group manager ) is capable of collecting local 
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information such as · status, CPU load for each host on its 
sub network plus information on connected routers. Group 
managers convey their primary information to LAN 
managers who collate the information . of all Group 
managers under their control. LAN managers relay this 
collated information back to the Group managers under 
their control and on to the Top manager, which performs a 
similar collation of information. Artificial intelligence is 
provided by If .. then rules to allow detection of 
performance problems but does not yet tackle the more 
difficult problem of fault diagnosis. 

In performance trials comparing Distributed Big Brother 
with its centralised equivalent, improvement in 
performance was measured by comparing the age of the 
data presented to the human operator. When two LANs 
were controlled by two Group managers per LAN the age 
of the data dropped from 42 minutes to 24 minutes. The 
addition of another Group manager for each LAN resulted 
in the age of the data further dropping to 14 minutes. 

Advanta~:es: 

The use of local agents allows the gathering of low-level 
data to be split into several identical processes that can 
work in parallel and so affect time efficiencies. Robust 
global control with little loss in efficiency is attained by: 

• a hierarchical structure that allows lower levels of 
control to also run in parallel. 

• a dynamic· means of electing managers from those 
agents with the lowest load. 

• all agents being capable of management tasks. 

Problems: 

All agents have the same capabilities and are using the 
same management system. The common problem of 
heterogeneous management systems has not been 
addressed. 

As simple rule-based methods have been used, the system 
inherits the disadvantages of these systems. 

5.5 Neural Networks 

Neural networks can detect gradual changes in network 
operation such as changing traffic patterns, performance 
degradation and potential routing problems. However, 
they are most useful in the low-level tasks of accessing and 
maintaining the knowledge base that is being used within 
other high-level artificial intelligence techniques as those 
already mentioned. 

Neural networks have been used extensively in early 
prototypes for the detection and isolation of faults. Uses 
include experiments on distinguishing voice traffic from 
data traffic [25]; investigations into how neural networks 
can regulate traffic loads to meet performance 
requirements in broadband ATM networks [5]; 
configuration of maps for satellite communications [1] and 
to help diagnose faults in a real-time network and suggest 
appropriate remedial actions [22]. 
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5.5.1 ITRULE ·Pattern Matching and Rule Generation 

ITRULE generates new rules for a knowledge base and 
models reasoning using these rules [10]. It has been used 
to summarise data from a trouble ticket database to provide 
statistics on the time taken to detect, isolate and repair 
faults in order to provide an explanation tool on bow faults 
are repaired. This is used as a training aid for human 
managers trying to learn fault management for a new 
system. It has also been used to correlate network alarms 
to give a real-time snapshot of the main current network 
problems. This was done in order to 'learn' the applicable 
rules to be incorporated into higher level expert systems. 

Advantages: 

Neural networks provide a generalised, efficient, robust 
means of: 

• setting up a specific set of rules for a high level 
expert system 

• summarising rule-bases in order to fmd rules that best 
match a particular pattern 

They have the potential of automating the acquisition of 
knowledge in establishing new rule bases and so relieve 
experts of what is often an onerous, difficult and not 
completely accurate task. 

They are suitable as an efficient means of selecting 
optimum solutions from a large space of solutions and as 
such can form this task within other expert systems. 

They are capable of learning gradual changes. 

The algorithms used for neural networks can be 
standardised so that regardless of the network domain a 
common routine can be used. 

5.6 Genetic Algorithms 

Genetic algorithms [18] are efficient search mechanisms 
for selecting the best solution from a large solution space. 

5.6.1 IDA-NET- Network Configuration and Training 

IDA-NET [18] (an intelligent decision aid for battlefield 
network configuration) is a research prototype expert 
system that has been successfully used to train network 
military planners in communication network configuration 
in battlefield situations. IDA-NET solves the given 
problem, then compares its solution to that of the student. 
It will instruct the student on beneficial changes to any 
inferior solution with the objective of promoting student 
learning. It will also give hints at various stages of the 
student design process and identify student misconceptions 
that could lead to later faulty connections. Thus the system 
needs to evaluate incomplete configurations to ensure they 
can lead to a satisfactory solution as well as evaluating the 
fmal solution. 

The expert module contains two separate genetic 
algorithms- GAl and GA2. GAl fmds the best solution to 
the problem of determining the list of network components 
that would best suit the mission requirements. The number 

of different possible configurations is N! where N is the 
number of network components which is often over 40 in 
military situations. It is not possible to use ordinary 
methods to evaluate each possibility and determine the best 
solution. The GAl algorithm allocates different penalties, 
according to the degree of contradiction to various goals 
for each component used. The penalties are combined to 
form the fitness of each solution. The goals encapsulate 
the expertise and experience of army instructors and the 
known limitations of the available components. GA2 fmds 
the best locations for the selected components with respect 
to the terrain, the need for line of sight between nodes; 
component capabilities, army rules and knowledge 
concerning the location of the enemy. 

Advantages: 

Genetic algorithms are used often along with other expert 
system methodologies as the low level method of finding a 
good but not necessarily the best solution from a large set 
of possible solutions. The time taken to exhaustively 
search and evaluate each solution is considerably reduced. 

There is a limited means of adaptation to a changing 
environment as mutations that are not strong will not 
survive. 

Problems: 

Learning is limited to accidentally finding a permutation 
that better fits the pre-specified objectives. There is no 
testing facility as in case-based reasoning to evaluate the 
new solution. 

6 AI in Telecommunications 

Expert systems are currently well established in the area of 
fault management, especially in telephone networks where 
the problem domain is well-known and contained. It is 
here that large volumes of data need to be examined by 
experts in order to isolate the location of a fault. Artificial 
intelligence is used in fault management for switch 
diagnosis, cable analysis, satellite communications and 
real-time trouble shooting in the telecommunications area. 
COMPASS - Central Office Maintenance Printout 
Analysis and Suggestion System analyses the ·masses of 
data produced by telephone ·switches and suggests when 
maintenance tasks need to be performed to ensure 
optimum performance of the network. The system is 
relatively maintenance free as few changes are made to 
switches once they are in place. It continues to learn by 
recording histories of fault patterns in order to better 
predict the correct reason for future faults. MAD 
(maintenance adviser) and SMART (switch maintenance 
analysis and repair tool) are also used. GEMSTIS uses 
model-based reasoning to find faults in communications 
networks and assign an appropriate repair team to the 
problem. NTC (network trouble-shooting consultant) uses 
fuzzy reasoning techniques to interpret analyses on 
DECNET and Ethernet networks interactively. ITEST 
automates switch testing procedures. Finding faults within 
cables is aided by ACE and PROPHET which examines 
patterns produced by test data from cabling installations. 
Likely bad sections of cable are retested. Using these 
results and rules from the knowledge base, a prioritised list 
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of bad sections of cable is produced according to the 
seriousne:;s of the problem and the number of potential 
users affected.[6] 

Several expert systems address performance issues. 
Net/Adviser uses an expert system, Net/Command to 
monitor the status of real time networks and suggest 
changes that could improve performance. NEMESYS uses 
its in-built rules on optimising performance to fight 
network congestion, while NEMOS suggests rerouting 
actions to avoid potential congestion. KONFIX configures 
complex PBXs, produces plans and a list of materials that 
is automatically transferred to the factory. Northern 
Telecom utilises ECM (engineering change management) 
to document and aid the approval process for making 
design changes. A US company is using artificial 
intelligence methods to keep rules on normal usage 
patterns for telephone subscribers. This aids in the 
detection of toll fraud and several companies use expert 
systems to aid their sales staff in selling customers 
appropriate communications equipment.[6] 

DANTES and Troubleshooter.[14] are established systems 
that control data communications. DANTES supports the 
incomplete data and multiple unrelated simultaneous faults 
problems of fault management by using model-based 
reasoning. It provides real-time help for network operators 
in detecting and diagnosing faults. Troubleshooter is used 
when a fault has been detected to seek appropriate 
information from limited components of the network and 
make an intelligent decision on the most likely causes of 
the fault. It follows up with a series of tests until the faulty 
component is found. 

7 Conclusion 
Systems currently in use operate in limited, stable 
domains. They are concentrated in well understood areas 
such as circuit switches for voice communications. The 
challenge lies in providing effective network management 
for the rapidly changing, highly heterogeneous corporate 
information networks that are characterised by semi-
autonomous domains of control. 

Disabato [7] offers a plausible solution: individual 
contained network management systems for local domains 
that use a common interface to allow the different systems 
to be integrated using the principles of distributed artificial 
intelligence. As network components become obsolete, so 
would the accompanying local network management 
system Any new components should contain its own 
intelligence with a common interface to the existing 
overall management system. Incorporated local 
intelligence should contain fuzzy logic and neural network 
facilities to cope with incomplete data, efficiently access 
knowledge and be able to learn new knowledge. Case-
based reasoning offers a more adaptive method of 
encompassing the required knowledge. 

Work is continuing on AI methods for the management of 
computer networks, especially in the area of genetic 
algorithms and neural networks. IBM while researching a 
non-artificial intelligence method of event correlation to be 
eventually used for fault detection for heterogeneous 

61 

networks, is now investigating adding artificial intelligence 
concepts to improve correlation [13]. 

If history can teach any lessons, artificial intelligence 
methods will not solve all network management problems 
and will probably create some different problems. The 
effective management of the ever increasing number of 
small networks has become critical as the limited number 
of experienced network staff cannot meet the require 
demand. More network management systems that can 
'think' are definitely required, especially as networks will 
continue to increase in complexity. 
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The University of South Australia has created coordinated centres of excellence, four of which are located in 
the School of Electronic Engineering. The Knowledge-based Engineering Systems Group was formed by the 
School of Electronic Engineering in 1991. It has been provided with grants, research facilities and 
accommodations for visitors and research students. 

The research activities of the KES group include: Artificial Intelligence techniques in fault diagnosis of 
Electrical/Electronic systems, development of new techniques for enhanced resolution for SAR systems in an 
intelligent environments, use of entropy functions for focussing ISAR images in an intelligent environment, 
integration of system design and diagnosis using artificial intelligence techniques, development of 
computationally efficient SAR algorithms, electronic systems design using knowledge-based techniques, 
classifications of SAR/ISAR radar returns without imaging in intelligent an environment and applications of 
neural networks, fuzzy logic, chaos theory and genetic algorithms to electronic engineering. 

Research Group: Neural Networks project group 
Location: School of Computer Science and Engineering, University of New South Wales 
Contact: Dr. T. D. Gedeon 

School of Computer Science and Engineering, University of New South Wales 
PO Box 1, Kensington NSW 2033 
tel: +61 2 697 3965 fax: +61 2 313 7987, email: tom@cse.unsw.edu.au 

The Neural Networks project group has links within the University of New South Wales with other Schools 
including Law, Geography, Electrical Engineering, Civil Engineering; and strong links with the University of 
Queensland, Departments of Psychology and Computer Science; and the University of Western Australia 
Department of Computer Science, and the Centre for Intelligent Information Processing systems in the 
Department of Electrical and Electronic Engineering. The group has financial support from Digital, Apple, 
ATERB, and the British Council. International links are with researchers in France, Holland, UK, Singapore, 
Japan and the USA. 

The connecting themes between the projects described below are: the use of neural network techniques in 
practical applications from a strong theoretical basis; and the development of techniques to simplify the 
building of successful neural network applications. 

Image Understanding and transformation 

A sequence of images which change slowly can be recognised as a transformation from the .starting image to 
the final image. This transformation can the be used to generate further images in the sequence, either 
interpolating to produce extra images during the sequence, or extrapolating to continue beyond the final 
image. 

This has applications in a number of domains, such as real world image understanding, where the sequence of 
images involve the movement of some object, or matching facial features for identification purposes; in tracing 
connected paths on geographical data, where the sequence is a series of nearby patches of the overall image 
containing some sizeable geographic feature; in medical imaging, for example following blood vessels in scan 
data, where the sequence is adjacent 3D patches of voxels. 
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Extracting Rules and Explanations from trained neural networks 

From any program or person who is not a mythical oracle, any advice or conclusion must be explainable. 
Neural Networks can learn to reproduce expert conclusions and categorisations in difficult domains where no 
clear rules are known. Our methodology uses the causal correlation of inputs and outputs to produce 
explanations which include: a set of rules which a particular case satisfies or distinguishes from other similar 
cases; the significant (and sufficient) features of the case; the features which if changed lead to different 
conclusions' the most similar archetypal case; and the next most likely decision. 

This method has been used in applications such as developing symbolic models of the Gross Domestic Product 
in third world nations, and the prediction of final marks in undergraduate Computer Science subjects. We are 
currently extending the method to work on the clinical interpretation of pathology report data. 

Visualisation of Neural Network Processing 

The black box nature of neural networks, with their lack of explicit internal data representation, can make the 
development of successful neural network applications a difficult task. The skills required are hard to achieve, 
and difficult to pass on, involving a great deal of hands-on expertise. 

We have developed two tools to solve this problem through the use of advanced scientific visualisation 
techniques to display the complex multi-dimensional internal world of a neural network during training. With 
those tools it is easy to recognise properties that otherwise required significant expertise, much extra 
computation, or not readily recognised. For example, that some neurons are redundant, that the network is on 
a plateau rather than stuck in a local minimum, and that overtraining is taking place. 

Hybrid systems - Neural networks and Expert Systems 

Connectionist techniques (neural networks) are better for some tasks such as perception involving the 
fuzziness of the real world, while symbolic techniques (expert systems) are superior for other tasks involving 
the world of the mind. Many real problems are a mixture of these two extremes requiring a combination of 
the strengths of these two approaches. 

Some work has been done in Geographic Information Systems in the development of hybrid models for 
predicting forest resources using remotely sensed and ancillary spatial data. Other work is in the interactive 
modelling of Gross Domestic Product in developing countries, which also involves hybrids of different neural 
network models. 

Information retrieval 

The limitations of relying on simple full text retrieval have been extensively studied. Users find it difficult to 
predict those combinations of words and phrases which occur in most of the relevant documents, but do not 
occur in most of the non-relevant ones. 

In the neural network model we have designed for textual information retrieval, there can be many paths 
between a text unit and a word: some direct, some through other text units or words. This extra connectivity 
can discover and capture semantic significance at a sub-symbolic level. This model has been used in domains 
such as legal information retrieval, and financial planning. 

Consistent index generation 

Manual indexing of documents of any kind is time consuming and expensive, requiring specialised experience 
in the field of discourse and some exercise of judgement. The process is also error prone, being a fairly boring 
task if done for some period. For consistent indexing we have designed an automatic system to generate 
indices, using the powerful learning by example capabilities of neural networks to learn from an existing body 
of indexed material. The use of neural network allows the learning of connections which are quite subtle. For 
example, we can provide an index word for a document which doe snot contain that word. 

We are developing applications of this method in a number of areas, including library indexing of medical and 
computer science abstracts, and electronic advertisement directories. 
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An investigation into the Applicability of Physical Modelling in Aiding 3D Object Recognition. 
Mike Robey 
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This thesis is an investigation into methods which will enhance the generality of existing 30 object recognition 
systems by using physical modelling to predict a set of features visible from a specified viewpoint. These 
features would consist not only of traditional edge-based features, but would also include features caused by 
specularity and transparency. It is intended that the addition of extra feature types and the generality of the 
technique could then be used to improve and expand the capability of existing 3D object recognition systems. 

Raytracing is used to simulate how a 3D object will appear under controlled conditions. This type of 
simulation allows absolute control over the object and its environment. The supression of surface properties, 
shadow effects and isolation of the object from the background can be consistently achieved because of the 
absolute control over the object and its environment that raytracing provides. Because raytracing is a 
simulation, random noise is non-existent. Thus the generation of an edge map which only contains edges 
caused by the object's shape is possible. This would be extremely difficult to achieve using captured images 
of the actual object. 

Features caused by specularity can be easily extracted from a rendered image by simply taking the difference 
between an image generated with specular properties activated and an image with specular properties 
deactivated. Clearly this would be impossible to do with video images of the actual object. Even if two object 
were used, one with matt surfaces and one with reflective surfaces, image noise would make the differencing 
process complex and inconsistent. When simulating specularity, care is taken to ensure that the differences 
between the simulated images and the real world do not corrupt the results. 

Similar techniques are used for the prediction of object edges visible through the transparent surfaces of the 
object. Throughout the investigation, the selection and placement of light sources is a critical issue. 
Techniques are described which ensure that no assumptions need to be made about lighting conditions where 
recognition is to take place. If lighting conditions where recognition is to take place are known and can be 
simulated using raytracing, then they can be used to enhance the results. 

The result of this work is a set of automated, general purpose tools which can be used to generate lists of 
features of a 3D object visible from a specified viewpoint. 
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Doctor of Philosophy 
Computerized Systems for Learning and Algebra Tuition 
J.J. Oliver 
Monash University 
Computer Science 

In this thesis, we examine how a computerized system may solve algebraic problems in such a way that it can 
provide hints and suggestions to students. We examine student modelling from an MML perspective, and 
provide an MML framework for inferring student models in algebraic-like domains. This thesis considers 
supervised learning and focuses on decision trees. We examine a generalization of decision trees, decision 
graphs, and present an MML algorithm to grow decision graphs. 

We developed an approach for the identification of goals for intermediate level algebra. The identification of 
these goals supports the solution of equations beyond the capability of existing algebraic tutoring systems. 
The methods used allow the solutions generated to be explained to a student. 

Decision graphs were an expressive representation that were able to readily learn disjunctive concepts. The 
MML approach to decision graphs generalizes the decision graphs presented by Chou, Rivest and Bahl et al. 
We provide a metric for determination of a bin size for subsetting work done by Chou and Breiman et-al. 
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Most importantly, the MML approach provides a metric for the comparison of representation schemes. The 
metric is able to determine whether decision trees or decision graphs are more suited to a domain. 

Degree: 
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Author: 
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Doctor of Philosophy 
Conjugate transformation of regular plane lattices for binary images 
Z.J. Zheng 
Monash University 
Computer Science 

In this thesis, a new transformation - the Conjugate Transformation - on the regular plane lattices - triangular, 
tetragonal, hexagonal and rectangular grids --- for binary images is constructed through four Parts in 12 
Chapters. The conjugate transformation is composed of two phases: the conjugate classification and the 
conjugate transformation. ased on the local structuring forms of the grids, four kernel forms of the grids can be 
identified in which 4, 5, 7 and 9 points are contained as structuring forms for {0,1) values respectively. All 
points of a kernel form assigned fixed values are a state. A kernel form consists of m neighbouring points and 
a central point. There are a total of 2m+l states as structuring elements in a state set. 

The conjugate classification organizes the state set as a multiple level hierarchy using a collection of logical, 
topological and geometric invariants. The conjugate transformation is a unified and efficient transforming 
system for manipulating global transformations of constructed operations for binary images in a way that is 
dependent on the level of the conjugate classification selected. The transformation manages two sets of state 
classes on the selected level for both 0 and 1 values. Each set contains n classes! $ n $ 2m. 2n classes partition 
the state set of 2m+l states in relation to multiple invariants. The transformation can generate a function space 
with 2n functions for transforming binary images. For n = 2m, the transformation provides a function space 
with the same number of functions as in a Boolean system of m+ 1 variables for binary images. 

This arrangement allows the overcoming of some of the limitations of previous systems. Using these extended 
concepts of the conjugations and additional topological and geometric invariants for classification and 
transformation of binary images on the regular plane lattices, each state set can be classified according to 
variable partitions among intermediate classes and states in a multiple level hierarchy of a bilateral 
organization. Also, possible selections for classes and states on different levels of the classification correspond 
to a series of function spaces from a simple to a very complex combination in relation to the kernel form of 
binary images. This approach provides a general, flexible and unified framework for binary images on the 
regular plane lattices from local configurations to global transformations in uniform language. 

To demonstrate applicable properties of the new transformation for image analysis and processing tasks, 
various examples are discussed and illustrated using the conjugate scheme. On average, a function 
implemented by the third level of the classification for the new transformation can have a speed-up ratio of 1.6, 
2.7, 8.8 and 29 for binary images on triangular, tetragonal, hexagonal and rectangular grids respectively over 
the same function implemented by cellular logic computation due to more efficient class-representations of the 
new transformation. For a function relevant to multiple invariants such as the detection of a network of line 
structures on rectangular grid, a speed-up ratio of 42 - 48 can be achieved. Because multiple level 
representations and multiple invariant descriptions of a conjugate transformation can generate different 
representations of transforming constructions, the conjugate transformation provides a unified and general 
framework to make most existing theoretical constructions --- symmetric functions, the Golay transform, 
cellular automata, cellular logic computation and mathematical morphology --- special cases of the new 
organization. More efficient implementations and larger function spaces can be generated. Thus conjugate 
transformation provides a fundamental paradigm in both theoretical investigations and practical applications 
of image analysis and understanding for binary images. 
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Doctor of Philosophy 
Interactive Visualisation of Human Anatomic Structure and Function Using a Dynamic Muscle 
Model 
Brian R. von Konsky 
Curtin University y of Technology 
School of Electrical and Computer Engineering 
August 1994 

Cadaver dissection, medical illustrations, and physical models have been used for over four centuries to study 
human gross anatomy and to develop an intuitive appreciation of the relationship between musculoskeletal 
structure and function. More recently, computer-based atlases of gross anatomy, derived from Magnetic 
Resonance Imaging (MRI) and Computer Tomography (CT), have also been used for this purpose. While these 
past methods enable the geometry of three-dimensional anatomic structures to be visualised, they provide no 
direct means whereby structure-function hypotheses may be tested. 

This thesis presents an interactive system describing the forearm complex which uses an interactive model of 
muscle and limb dynamics, integrated with new approaches to visualization which relate structural aspects of 
the human musculoskeletal system with biomechanical function. These new methods have been developed to 
add an additional facet to the educations process and supplement traditional approaches. 

An improved muscle mode is presented which extends previous methods and significantly reduces the effects 
of numerical instability existing in other republished models. It is shown that the model developed here 
produces results consistent with experimental evidence and results simulated by other researchers. 

Muscle parameters, including pennation angle, optimal fibre length. and Physiologic Cross-Sectional Area 
(PCSA), related to the maximum isometric force, are taken from the literature or are interactively specified. 
This enables the functional effect of a broad range of variation within the human species to be simulated. 
Tendon slack length, the tendon length at which force begins to develop, required by the model, is 
automatically estimated by the system since a complete set of tendon slack lengths for actuators of the elbow 
and forearm have not been previously available. The sensitivity of the model to variations in parameters is 
discussed in detail. 

The gross and functional anatomy of the forearm is presented, focusing on those musculoskeletal structures 
responsible for forearm motion.; MRI and CT methods for non-invasively visualising the static spatial aspects 
of human anatomy are also discussed in detail. 

A new graphical method for analyzing the energy of musculoskeletal systems is presented, enabling 
simulation results to be interpreted and muscle function and efficiency to be quantitatively examined. Other 
new visualization approaches detailed include the use of image sequences depicting external limb motion and 
surface anatomy, dynamically compiled from digitized frames of pre-recorded video. These are visually 
linked with rendered image sequences of internal anatomy derived from MRI. Spatial aspects of 
musculoskeletal geometry are preserved, enabling structure-function hypotheses to be formulated. Integrating 
these visualization techniques with the interactive model of muscle and limb dynamics enables structure-
function hypotheses to be tested, and is indicated to have distinct advantages over static approaches to 
visualization. Additional visual cues are defined which relate the spatial, physiologic, and mechanical 
attributes of muscles to the temporal functions there serve, enhancing the interpretation of simulation results. 

The integration of an interactive model of muscle and limb dynamics with innovative approaches to 
visualisation facilitates the creation of interactive atlas of gross and functional anatomy, extending the 
capabilities of previous computer-based atlases to enhance the intuitive, qualitative, and quantitative 
interpretation of structure-function relationships. 

Australian Joumal of Intelligent Information Processing Systems Autumn 1995 



70 

Abstracts of the Postgraduate Research Theses 

Degree: Doctor of Philosophy 
Title: Cluster-based Specification Techniques in Dempster-Shafer Theory for an Evidential Intelligence 

Analysis of Multiple Target Tracks 
Author: 
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Department: 
Date: 

Johan Schubert 
Royal Institute of Technology 
Department of Numerical Analysis and Computing Science 
1994 

This thesis is based on five articles: 
I. On Nonspecific Evidence, Int. J. Intell. Syst. 8(6), 711-725, 1993. 
II. Specifying nonspecific Evidence, Manuscript. 
Ill. Finding a Posterior Domain Probability Distribution by Specifying Nonspecific Evidence, Manuscript. 
IV. Dempster's Rule for Evidence Ordered in a Complete Directed Acyclic Graph, Int. J. Approx. 

Reasoning 9(1), 37-73, 1993. 
V. On Rho in a Decision-Theoretic Apparatus of Dempster-Shafer Theory, Manuscript. 

In Intelligence Analysis it is of vital importance to manage uncertainty. Intelligence data is almost always 
uncertain and incomplete, making it necessary to reason and taking decisions under uncertainty. One way to 
manage the uncertainty in Intelligence Analysis is dempster-Shafer Theory. We may call this application of 
Dempster-Shafer Theory Evidential Intelligence Analysis. This thesis contains five results regarding multiple 
target tracks and intelligence specification in Evidential Intelligence Analysis. 

When simultaneously reasoning with evidence about several different events it is necessary to separate the 
evidence according to event. These events should then be handled independently. However, when 
propositions of evidences are weakly specified in the sense that it may not be certain to which even they are 
referring, this may not be directly possible. In the first article of this thesis a criterion for partitioning 
evidences into subsets representing events is established. 

In the second article we will specify each piece of nonspecific evidence by observing changes in cluster and 
domain conflicts if we move a piece of evidence from one subset to another. A decrease in cluster conflict is 
interpreted as an evidence indicating that this piece of evidence does not actually belong to the subset where it 
wa placed by the partition. We will find this kind of evidence regarding the relation between each piece of 
evidence and every subset. When this has been done we can make a partial specification of each piece of 
evidence. 

In the third article we set out to find a posterior probability distribution regarding the number of subsets. We 
use the idea that each single piece of evidence in a subset supports the existence of that subset. With this we 
can create a new bpa that is concerned with the question of how many subsets we have. In order to obtain the 
sought-after posterior domain probability distribution we combine this new bpa with our prior domain 
probability distribution. 

For the case of evidence ordered in a compete directed acyclic graph the fourth article presents a new 
algorithms with lower computational complexity for Dempster's rule than that of step by step application of 
Dempster's rule. We are interested in finding the most probable completely ranked vertices. The path is here a 
representation for a sequence of states, for instance a sequence of snapshots of a physical object's track 

The fifth article concerns an earlier method for decision making where expected utility intervals are 
constructed for different choices. When the expected utility interval of one alternative is included in that of 
another, it is necessary to make some assumptions. If there are several different decision makers we might 
sometimes be interested in having the highest expected utility among the decision makers. We must then also 
take into account the rational choices we can assume to be made by later decision makers. 
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Calendar 

Sixth International Database Re-Eng and 
Interoperability Workshop 

Conference date: 3-4 March 1995 

Venue: Hong Kong 

Further information: 
JosephFong 
Dept of Computer Science 
City Polytechnic of Hong Kong 
Hong Kong 
tel: +852 788 8498 
fax: +852 788 8614 
email: csjfong@cphkvx.bitnet 

IEEE International Conference on 
Fuzzy Systems 

FUZZ-IEEEIIFES'95 

Conference date: 20-24 March 1995 

Venue: Yokohama, Japan 

Further information: 
Prof. Toshio Fukuda 
Nagoya University 
Dept. of Mechanical Engineering 
Furo-cho, Chikusa-ku, Nagoya 464-01, Japan 
tel: +8152 7815111 x4478 
fax: +81 52 781 9243 
email: d43131a@nucc.cc.nagoya-u.ac.jp 

IEEE First International 
Conference on Algorithms and 

Architectures for Parallel Processing 
ICA3PP-95 

Conference date: 19-21 April1995 

Venue: Brisbane, Australia 

Further information: 
Dr. V.L.Narasimhan 
The P A3SE Reasearch Laboratory 
Dept of Elect. & Comp. Engineering 
The University of Queensland 
Qld 4072, Australia 
tel: +61 7 365 3573 
fax: +61 7 365 4999 
email: ica3pp95@elec.uq.oz.au 

Australian Journal of Intelligent Information Processing Systems 

Third Conference on Computational 
Algebra and Number Theory 

CANT'95 
Conference date: 19-21 April1995 

Venue: Sydney, Australia 

Further information: 
CANT'95 
School of MPCE (Bldg E6A) 
Macquarie University 
NSW2109 
Australia 
fax: +612 850 9502 
email: cant95@mpcp.mq.edu.au 

International Conference on Electronics 
Technology Directions 

to the Year 2000, 
ETD2000 

Conference date: 23- 25 May 1995 

Venue: Adelaide, Australia 

Further information: 
Or L.C. Jain 
School of Electronic Engineering 
University of South Australia 
Adelaide, The Levels, SA 5095 
Australia 
fax: +618 302 3384 
email: etLCJ@LV.Levels. UniSA.edu.au 

8th International Conference on 
Industrial Applications of Artificial 

Intelligence and Expert Systems 

Conference date: 5-9 June 1995 

Venue: Melbourne, Australia 

Further information: 
Or Moonis Ali 
Dept of Computer Science 
Southwest Texas State Univ. 
San Marcos, TX 78666-4616 
USA 
tel: + 1 (512) 245 3409 
fax: + 1 (512) 245 8750 
email: ma04@academia.swt.edu 
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3rd Pacific Conference on Computer 
Graphics and Applications 

Conference date: 21 - 24 August 1995 
Venue: SamSung Dong, South Korea 

Further information: 
Prof. Moon-Hyun Kim 
Systems Engineering Research Institute 
PO Box 1, Yuseong ku 
TaeJeon 305-600 
South Korea 
tel: +82 42 8691001 
fax: +82 42 869 1009 
email: mhkim@serims.seri.re.kr 

GLOBECOM'95 
IEEE Global Telecommunications 

Conference 
Conference date: 13- 17 November 1995 
Venue: Singapore 

Further information: 
Dr Swee-Ping Yeo 
Dept of Electricla Engineering 
National University of Singapore 
10 Kent Ridge Crescent 
Singapore 0511 
tel: +65 772 2112 
fax: +65 7791103 
email: eleyeosp@nusvm.bitnet 

Intenational Conference 
on 

Multimedia Modelling 

Conference date: 14- 17 November 1995 
Venue: Singapore 

Further information: 
Dr Pung Hung Keng 
Department of Inf Sys & Comp Sci 
National University of Singapore 
10 Kent Ridge Crescent 
Singapore 0511 
tel: +65 772 2808 
fax: +65 779 4580 

Calendar 

International Conference on Computer 
Communications 

ICCC'95 
Conference date: 21-24 August 1995 
Venue: Seoul, Korea 

Further information: 
Seon Jong Chung 
ETRIYusong 
PO Box 106 
Taejeon 
Korea 305-606 
tel: +82 42 860 8630 
fax: +82 42 860 6465 
email: icc95@giant.etri.re.kr 

2nd Australasian Conference on 
Parallel and Real-time Computing 

PART'95 
Conference date: 27-29 September 1995 
Venue: Perth, Australia 

Further information: 
DrM.Kumar 
School of Computing 
Curtin University of Technology 
PO Box U1987 
Perth, Western Australia 6001 
Australia 
fax: +61 9 351 3014 
email: kumar@cs.curtin.edu.au 

IEEE Conferences on 
Neural Neetivorks (ICNN'95) 

& 
Evolutionary Computing (ICEC'95) 

Conference date: 27 November- 1 December1995 
Venue: Perth, Australia 

Further information: 
Prof Y. Attikiouzel 
CliPS 
University of Western Australia 
Nedlands, Western Australia 6009 
Australia 
tel: +61 9 380 3134 
fax: +61 9 380 1101 
email: yianni@ee.uwa.edu.au 
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Calendar 

3rd Australia New Zealand Conference on 
Intelligent Information Systems 

ANZIIS'95 
Conference date: 27 November 1995 
Venue: Perth, Australia 

Further information: 
Pro£ Y. Attikiouzel 
CliPS 
University of Western Australia 
Nedlands, Western Australia 6009 
Australia 
tel: +61 9 380 3134 
fax: +61 9 380 1101 
email: yianni@ee.uwa.edu.au 

Sixth Annual International Symposium 
on 

Algorithms and Computation 
Conference date: 4-6 December 1995 
Venue: Cairns, Australia 

Further information: 
DrBobCohen 
Department of Computer Science 
University of Newcastle 
University Drive 
Callaghan, NSW 2308 
Australia 
tel: +61 049 21 5291 
fax: +61 049 21 6929 
email: isaac95@cs.newcastle.edu.au 

Third Australian and New Zealand Conference on Intelligent Information 
Systems (ANZIIS-95) 

There are three targetted areas: 

27November 1995 
Tutorials: 26 November 1995 

Perth, Western Australia 

artificial intelligence 
fuzzy systems 
virtual reality 

Papers are requested from, but not limited to, the following areas: 
• adaptive systems • control systems 
• artificiallife • optimisation 
• autonomous vehicles • distributed AI 
• data analysis • robotics 
• factory automation • prediction 
• financial markets • sensorimotor systems 
• intelligent databases • signal processing 
• knowledge engineering • speech processing 
• machine vision • virtual reality 
• pattern recognition • visual information processing 

For further information see the calendar entry in this issue 
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Australian Journal of Intelligent Information Processing 
Systems 

INFORMATION FOR AUTIIORS 

Australian Journal of Intelligent Information Processing Systems (AJIIPS) is published quarterly. The aim of 
AJIIPS is to publish papers describing theory, methods and techniques, applications and tutorial presentations 
in a range of areas relating to computer engineering and computer science. AJIIPS publishes full papers, short 
notes and survey articles. Specific areas include but are not limited to: Artificial Intelligence, Artificial Neural 
Networks, Computer Science, Fuzzy System and Virtual Reality. 

All papers will be reviewed by at least two reviewers and one of the editors. Decision as to the suitability of the 
paper will be made by the Editor in Charge. 

Papers should be clearly presented, consistent with giving proper description of the primary contribution. 
Theory papers should be based on clear, formal foundations; methods and techniques papers should indicate 
the novelty and advantage of the technique; application papers should present appropriate results and 
evaluation of performance; tutorial papers should be clearly presented to a reader with a general background 
in all areas of interest but no prior background in the specific topic. 

Submission of technical papers 

Manuscripts must be written in English. The papers should be original work, not appearing in any other 
journal, although extended versions of conference papers may be considered. The authors are expected to 
obtain all relevant copyright releases for any copyrighted material included in their paper. 

Potential authors should send to the Editor in Chief 4 (four) copies of the complete manuscript. The paper, 
including an abstract, should not exceed 20 pages. double-spaced, in Times 10 point font. To allow for 
anonymous refereeing, a separate page should be included containing the authors' names, affiliations, 
including email address, manuscript's title and the abstract. Authors' names and affiliations should not appear 
on the manuscript. Submissions by more than one author should indicate the author to whom the 
correspondence will be addressed. 

There will be no page charges for published papers. 

Cover design by Jill Smith, Artist-in-residence, Department of Computer Science, Curtin University of 
Technology, Perth, Western Australia. 
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Manuscript preparation 

Submissions, in camera-ready form, should conform to the following rules: 

1) laser-printer quality on one side of A4 paper with margins: left and right- 1.8 cm, top- 2.3 cm, bottom- 1.8 
cm. 

2) text should be in Times Roman, 10 point font, in two column layout with 0.63 cm gap 

3) headings should be left-justified and use Helvetica font varying as follows: 

1 Level One Heading- 14 point bold 

1.1 Level Two Heading- 12 point bold 

1.1.1 Level Three Heading- 10 point bold 

1.1.1.1 Level Four Heading -10 point italics 

4) A short abstract should be provided, 100 - 200 words, in one column, 10 point Times Roman font, in italics, 
with the abstract keywords in bold. Note that short papers (or short notes) require a shorter abstract of up to 50 
words. 

5) Footnotes should be numbered and should appear, in 9 point Times Roman font, at the bottom of respective 
columns. 

6) Standard abbreviations should be used if possible, and nonstandard abbreviations must be defined before 
being used. All units of measurement should be metric. 

7) Originals for illustrations should be clear and of good quality. Figures should use centred captions in 10 
point Times Roman font, with the words Figure 1 in bold (see sample page). Tables should be numbered using 
upper case Roman numerals, with the table heading (in the same format as for figures) appearing below the 
table. 

8) References should appear as the last section at the end of the paper. They should be sorted by author, and 
numbered with Arabic numerals in square brackets [1]- see the sample page. 

Style for papers: author(s)- surname separated by a comma, followed by the initials, title (between double 
quotes), journal title, volume, inclusive page numbers, month and year. 

Style for books: author(s), title, location, publisher, year, chapter or page numbers (as appropriate). 

At the time of acceptance, the authors will be requested to provide a technical biography and a photograph of 
each author of the paper (except for Short Notes). The final, camera-ready document should conform to the 
presentation standard set out below. The first page should include the title in Helvetica, 18 point, bold, and 

. authors' names and affiliation in Times, 12 point, bold and italics (see sample page). 
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